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Triangular factorization of 2 matrix It is convenient to keep the multipliers m, ,,
since we often want to solve Ax = b with the same 4 but a different vector 4. In
the computer the elements a{f*?, j > i, always are stored into the storage for
a(f). The elements below the diagonal are being zeroed, and this provides a
convenient storage for the elements m, ;. Store m;,; into the space originally used
to store a;;, i > j.

There is yet anothert reason for looking at the multipliers m,; as the elements
of a matrix. First, introduce the lower triangular matrix

1 0 0 0
m 1 0 0

L= .21 f
m.nl my; 1

Theorem 81 If L and U are the lower and upper triangular matrices defined
previously using Gaussian elimination, then

A=LU (8.1.5)

Proof This proof is basically an algebraic manipulation, making use of defini-
tions (8.1.1) and (8.1.2). To visualize the matrix element (LU),;, use the
vector formula ‘

[ u,;

(LU)iy = [mg,..im; ;21,1,0,...,0]|

Fori <,

(LU)U =Mptty; Myt my Uy sty

i-1 :

X )
Z mik“fcj) + a,f})
k=1

i-1
X [afp - aff] +.ap

= (1).—_‘
all a,-j
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For i > j,
(LU)ij=muuy;+ -+ +mu;
i1
- k j
=X myal) + m;af
k=1
J-1
= (kY _ . (k+1 j
= F [af - ad] + af
k=1
- =
=al=a,
This completes the proof. |

The decomposition (8.1.5) is an important result, and extensive use is made of
it in developing variants of Gaussian elimination for special classes of matrices.
But for the moment we give only the following corollary.

Corollary 'With the matrices 4, L, and U as in Theorem 8.1,
| det(A) = uyyuy, * - u,,
- affa@ - agp
Proof By the product rule for determinants,
det(A) = det(L)det(U)

Since L and U are triangular, their determinants are the product of their

. diagonal elements. The desired result follows easily, since det(L) = 1.
|

Example For the system (8.1.4) of the previous example,

1 0 ¢ 1 2 1
-1 11 0o o0 !

It is easily verified that A4 = LU. Also det(4) = det(U) = —1.

Operation count To analyze the number of operations necessary to solve
Ax = b using Gaussian elimination, we will consider separately the creation of L
and U from A, the modification of b to g, and finally the solution of x.

1. Calculation of L and U. At step 1, n — 1 divisions were used to calculate the
multipliers m,,, 2 <i < n. Then (n ~ 1) multiplications and (n — 1)?
additions were used to create the new elements af?. We can continue in this
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‘Table 8.1 Operation count for LU decomposition of a matrix

Step k Additions Multiplications Divisions
(n—1)? (n—1)>2 n—1
(n—2)?2 (n - 2)? n-—2
n-1 1 1 1
n(n-1)(2n-1 n{n—1)(2n~-1 n(n-1
o CRRETR (= D@3 (-1

way for each step. The results are summarized in Table 8.1. The total value
for each column was obtained using the identities

)ij=p(p2+1) )f:jz=p(p+12(2p+l) pe1

Jj=1 Jj=1

Traditionally, it is the number of multiplications and divisions, counted
together, that is used as the operation count for Gaussian elimination. On
earlier computers, additions were much faster than multiplications and
divisions, and thus additions were ignored in calculating the cost of many
algorithms. However, on modern computers, the time of additions, multipli-
cations, and divisions are quite close in size. For a convenient notation, let
MD(-) and AS(-) denote the number of multiplications and divisions, and
the number of additions and subtractions, respectively, for the computation
of the quantity in the pareniheses.

For the LU decomposition of 4, we have

n(n?—-1) n?

MD(LU) = ————— = —
(Lv) = =5— =%
(8.1.6)
AS(LU n(n—1)(2n-1) n?
The final estimates are valid for larger values of n.
Modification of b to g = b(™;
n(n-1
MD(g)=(n—1)+(n—2)+ -.-+1=—(—§—)
(8.1.7)
n(n—1)
45(g) = =
Solution of Ux = g
n(n+1 ' n(n—1
MD(x) = —(-2——1 AS(x) = —ﬁ—z—) (8.1.8)
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4. Solution of Ax = b. Combine (1) through (3) to get

n? n 1
MD(LU,X) = —3— +nt - 5‘ = -3—)13
(8.1.9)
' n(n—1Y2n+5 1
AS(LU, x) = ( 25( ) = §n3

The number of additions is always about the same as the number of

" multiplications and divisions, and thus from here on, we consider only the

latter. The first thing to note is that solving Ax = b is comparatively cheap

when compared to such a supposedly simple operation as. multiplying two

n X n matrices. The matrix multiplication requires n> operations, and the
solution of Ax = b requires only about in> operations.

Second, the main cost of solving Ax = b is in producing the decomposi-
tion 4 = LU. Once it has been found, only n? additional operations are
necessary to solve Ax = b. After once solving Ax = b, it is comparatively
cheap to solve additional systems with the same coefficient matrix, provided
the LU decomposition has been saved.

Finally, Gaussian elimination is much cheaper than Cramer’s rule, which
uses determinants and is often taught in linear algebra courses [for example,
see Anton (1984), sec. 2.4]. If the determinants in Cramer’s rule are com-
puted using expansion by minors, then the operation count is (n + 1)!. For
n = 10, Gaussian elimination uses 430 operations, and Cramer’s rule uses
39,916,800 operations. This should emphasize the point that Cramer’s rule is
not a practical computational tool, and that it should be considered as just a
theoretical mathematics tool.

5. Inversion of A. The inverse 4! is generally not needed, but it can be

produced by using Gaussian elimination. Finding 4~! is equivalent to

. solving the equation 4AX = I, with X an n X n unknown matrix. If we write
X and I in terms of their columns,

X=[x0,.. x®]  [=[e®,... e]
then solving AX = I is equivalent to solving the n systems

Ax® = ¢® | Ax(™ = o0 (8.1.10)

all having the same coefficient matrix 4. Using (1)-(3)

4
= —n

r 3
3 3

43
371

MD(A7Y) =

Calculating A4~! is four times the expense of solving Ax = b for a single
vector b, not n times the work as one might first imagine. By careful
attention to the details of the inversion process, taking advantage of the
special form of the right-hand vectors e, ..., e!™, it is possible to further
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reduce the operation count to exactly
MD(A™Y) =n? (8.1.11)

However, it is still wasteful in most situations to produce 4! to solve
Ax = b. And there is no advantage in saving A4 ~! rather than the LU
decomposition to solve future systems Ax=b.In both cases, the number of
multiplications and divisions necessary to solve Ax = b is exactly nZ.

8.2 Pivoting and Scaling in Gaussian Elimination

At each stage of the elimination process in the last section, we assumed the
appropriate pivot element a{%) # 0. To remove this assumption, begin each step
of the elimination process by switching rows to put a nonzero element in the
pivot position. If none such exists, then the matrix must be singular, contrary to
assumption.

It is not enough, however, to just ask that the pivot element be nonzero. Often
an element would be zero except for rounding errors that have occurred in
calculating it. Using such an element as the pivot element will result in gross
errors in the further calculations in the matrix. To guard against this, and for
other reasons involving the propagation of rounding errors, we introduce partial
pivoting and complete pivoting.

Definition 1. Partial Pivoting. For 1 < k < n — 1, in the Gaussian elimination
process at stage k, let

¢, = Max [alp] (8.2.1)
k<i<n
Let i be the smallest row index, i > k, for which the maximum ¢, is:
attained. If i > k, then switch rows k and iin 4 and b, and proceed
with step & of the elimination process. All of the multipliers will now
satisfy ’

Im,| <1 i=k+1,...,n (8.2.2)

This aids in preventing the growth of elements in A% of greatly
varying size, and thus lessens the possibility for large loss of signifi-
cance errors. '

2. Complete Pivoting. Define

= Max |aff)|
k<i, j<n

Switch rows of 4 and b and columns of A to bring to the pivot
position an element giving the maximum c,. Note that with a column
switch, the order of the unknowns is changed. At the completion of
the elimination and back substitution process, this must be reversed.
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Complete pivoting has been proved to cause the roundoff error in Gaussian
elimination to propagate at a reasonably slow speed, compared with what can
happen when no pivoting is used. The theoretical results on the use of partial
pivoting are not quite as good, but in virtually all practical problems, the error
behavior is essentially the same as that for complete pivoting. Comparing
operation times, complete pivoting is the more expensive strategy, and thus,
partial pivoting is used in most practical algorithms. Henceforth we always mean
partial pivoting when we used the word pivoting. The entire question of roundoff
error propagation in Gaussian elimination has been analyzed very thoroughly by
J. H. Wilkinson [e.g., see Wilkinson (1965), pp. 209-220], and some of his results
are presented in Section 8.4.

Example We illustrate the effect of usihg pivoting by solving the system
729x + 81y + .9z = .6867"
x+y+z= 8338
1.331x + 1.21y + 1.1z = 1.000 (8.2.3)
The exact solution, rounded to four significant digits, is
x = 2245 y = 2814 z = 3279 (8.2.9)

Floating-point decimal arithmetic, with four digits in the mantissa, will be
used to solve the linear system. The reason for using this arithmetic is to show the
effect of working with only a finite number of digits, while keeping the presenta-
tion manageable in size. The augmented matrix notation will be used to represent
the system (8.2.3), just as was done with the earlier example (8.1.4).

1. Solution without pivoting.

7290 8100 9000 | .6867
1.000 1.000 1.000 | .8338
1331 1210 1.100 | 1.000

my;=1372
gy =1.826
7290 8100 .9000|  .6867
0.0 —~ 1110 —.2350| —.1084
0.0 — 2690 —.5430| —.2540 |
1m31=2.423
7290 8100  .9000 6867
00  —.1110 -—.2350 | —.1084

0.0 0.0 02640 .008700
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The solution is

x=.2251 y=.2790 z = 3295 (8.2.5)

2. Solution with pivoting. To indicate the interchange of rows i and j, we will

use the notation r; & .

7290 8100 .9000 6867
1.0000 1.0000 1.0000 | .8338
1331 1.210 1.100 | 1.000
o myy =.7513
VU gy = 5477
1.331 1.210 1.100 | 1.000
0.0 09090 1736 | .08250
0.0 1473 2975 .13%0

R+ ’31"131 = 6171

1.331 1.210 1.100 | 1.000

0.0 .1473 2975 1390
0.0 0.0 - .01000 |—.003280
The solution is
x = .2246 y = .2812 z = .3280 (8.2.6)

The error in (8.2.5) is from seven 1o sixteen times larger than it is for (8.2.6);
depending on the component of the solution being considered. The results in
/(8.2.6) have one more significant digit than do those of (8.2.5). This illustrates the
positive effect that the use of pivoting can have on the error behavior for
Gaussian elimination.

Pivoting changes the factorization result (8.1.5) given in Theorem 8.1. The
result is still true, but in a modified form. If the row interchanges induced by
pivoting were carried out on A4 before beginning elimination, then pivoting would
be unnecessary. Row interchanges on A4 can be represented by premultiplication
of A by an appropriate permutation matrix P, to get PA. Then Gaussian
elimination on PA leads to

LU = PA (8.2.7)

where U is the upper triangular matrix obtained in the elimination process with
pivoting. The lower triangular matrix L can be constructed using the multipliers
from Gaussian elimination with pivoting. We omit the details, as the actual
construction is unimportant.
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Example From the preceding example with pivoting, we form .

1.000 0.0 0.0 1.331 1.210 1.100
L= 5477 1000 0.0 U={00 .1473 2975
513 6171 1.000 0.0 0.0 —.01000
When multiplied,

1331 1210 1.100 0 0 1
LU= 7289 8100 .9000 | = PA P=11 0 0

1.000 1.000 1.000 01 0

‘The result PA is the matrix A4 with first, rows 1 and 3 interchanged, and then

rows 2 and 3 interchanged. This illustrates (8.2.7).

Scaling It has been observed empirically that if the elements of the coefficient
matrix A vary greatly in size, then it is likely that large loss of significance errors
will be introduced and the propagation of rounding errors will be worse. To
avoid this problem, we usually scale the matrix A4 so that the elements vary less.
This is usually done by multiplying the rows and columns by suitable constants.
The subject of scaling is not well understood currently, especially how to
guarantee that the effect of rounding errors in Gaussian elimination will be made
smaller by such scaling. Computational experience suggests that often all rows
should be scaled to make them approximately equal in magnitude. In addition,
all columns can be scaled to make them of about equal magnitude. The latter is
equivalent to scaling the unknown components x; of x, and it can often be
interpreted to say that the x; should be measured in units of comparable size.

There is no known a priori strategy for picking the scaling factors so as to
always decrease the effect of rounding error propagation, based solely on a
knowledge of 4 and b. Stewart (1977) is somewhat critical of the general use of
scaling as described in the preceding paragraph. He suggests choosing scaling
factors so as to obtain a rescaled matrix in which the errors in the coefficients are
of about equal magnitude. When rounding is the only source of error, this leads
to the strategy of scaling to make all elements of about equal size. The
LINPACK programs do not include scaling, but they recommend a strategy
along the lines indicated by Stewart [see Dongarra et al. (1979), pp. 17-112 for a
more extensive discussion; for other discussions of scaling, see Forsythe and
Moler (1967), chap. 11 and Golub and Van Loan (1983), pp. 72-74].

If we let B denote the result of row and column scaling in A, then

B =D,AD,

where D, and D, are diagonal matrices, with entries the scaling constants. To
solve Ax = b, observe that '

D,AD,(D;'x) = D,b
Thus we solve for x by solving

Bz=Db x=D,z (8.2.8)
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The remaining discussion is restricted to row scaling, since some form of it is
fairly widely agreed upon.
Usually we attempt to choose the coefficients so as to have

Max |b,;} =1 i=1,...,n (8.2.9)

) i
1<jsn 4

where B = [b,,] is the result of scaling A. The most straightforward approach is
to define’ '

s; = Max Ja, | i=1,...,n
1<j<n
a; .
b; = ;“ Jj=1..,n (8.2.10)

1

But because this introduces an additional rounding error into each element of the
coefficient matrix, two other techniques are more widely used.

1. Scaling using computer number base. Let 8 denote the base used in the
computer arithmetic, for example, 8 =2 on binary machines. Let r; be the
smallest integer for which 87 > s,. Define the scaled matrix B by '

a;; .
b= B_'j‘ ij=1,...,n (8.2.11)

No rounding is involved in defining b;;, only a change in the exponent in the
floating-point form for a;;. The values of B satisfy

B! < Max|b,]l <1

l<j<n
and thus (8.2.9) is satisfied fairly well.

2. Implicit scaling. The use of scaling will generally change the choice of pivot
elements when pivoting is used with Gaussian elimination. And it is only with
such a change of pivot elements that the results in Gaussian elimination will be
changed. This is due to a result of F. Bauer [in Forsythe and Moler (1967), p. 38},
which states that if the scaling (8.2.11) is used, and if the choice of pivot elements
is forced to remain the same as when solving Ax = b, then the solution of (8.2.8)
will yield exactly the same computed value for x. Thus the only significance of
scaling is in the choice of the pivot elements. »

For implicit scaling, we continue to use the matrix A4. But we choose the pivot
element in step k of the Gaussian elimination algorithm by defining

lafe’!
Ck= Max — (8.2.12)

ksisn s80

replacing the definition (8.2.1) used in defining partial pivoting. Choose the
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smallest index i > k that yields ¢, in (8.2.12), and if i # k, then interchange
rows i and k. Also interchange s{) and s{*), and denote the resulting new
values by s{**V,j = 1,..., n, most of which have not changed. Then proceed
with the elimination algorithm of Section 8.1, as before. This form of scaling
seems to be the form most commonly used in current published algorithms, if
scaling is being used.

An algorithm for Gaussian elimination We first give an algorithm, called Factor,
for the triangular factorization of a matrix A. It uses Gaussian elimination with

‘partial pivoting, combined with the implicit scaling of (8.2.10) and (8.2.12). We

then give a second algorithm, called Solve, for using the results of Factor to solve
a linear system Ax = b. The reason for separating the elimination procedure into
these two steps is that we will often want to solve several systems Ax = b, with
the same A, but different values for b.

Algorithm  Factor ( A, n, Pivot, det, ier)

1 Remarks: A4 is an 7 X x matrix, to be factored using the LU
decomposition. Gaussian elimination is used, with partial pivot-
ing and implicit scaling in the rows. Upon completion of the
algorithm, the upper triangular matrix U will be stored in the
upper triangular part of 4; and the multipliers of (8.1.1), which
make up L below its diagonal, will be stored in the correspond-
ing positions of 4. The vector Pivot will contain a record of all
row interchanges. If Pivot (k) = k, then no interchange was used
in step k of the elimination process. But if Pivot(k) =i # k,
then rows i and k were interchanged in step k of the elimination
process. The variable det will contain det(A4) on exit.

The variable ier is an error indicator. If ier = 0, then the
routine was completed satisfactorily. But for ier = 1, the matrix
A was singular, in the sense that all possible pivot elements were
zero at some step of the elimination process. In this case, all
computation ceased, and the routine was exited. No attempt is
made to check on the accuracy of the computed decomposition
of A, and it can be nearly singular without being detected.

2 det:==1
3 5= Max |a;l,i=1,...,n
1sj<n

4 Do throughstep 16 fork=1,...,n— 1.

Ay

S

5 ¢, = Max

k<i<n

6 Let i, be the smallest index i > k for which the maximum in
step 5 is attained. Pivot (k) = i,.

7 If ¢, = 0, then ier == 1, det == 0, and exit from the algorithm.
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If iy, = k, then go to step 11.
det := —det
Interchange a,; and a, ;, j = k,..., n. Interchange s, and s,

Do through step 14 fori=k + 1,..., n.

do = . = Aix
ik Emy =

7
a;=a;—ma,, j=k+1,..,n
End loop on i.

det == a,, - det
End loop on k.

det = a,, - det; ier = 0 and exit the algorithm.

Algorithm  Solve (A, n, b, Pivot)

1.

10.

Remarks: This algorithm will solve the linear system Ax = b.
It is assumed that the original matrix A has been factored
using the algorithm Factor, with the row interchanges recorded
in Pivot. The solution will be stored in b on exit. The matrix 4
and vector Pivot are left unchanged.

Do through step S for k=1,2,...,n — 1.

If i = Pivot (k) # k, then interchange b, and b,.

b'_ = b'. — aikbk’ i=k+ 1,.‘..,"
End loop on k.

b,
bn ==

a

nn

Do through step 9 fori=n—1,..., L
1 n .

b= —'{b.‘ - Z aijbj}
a;i =i+l

End loop on i.

Exit from algorithm.
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The earlier example (8.2.3) will serve as an illustration. The use of implicit
sealing in this case will not require a change in the choice of pivot elements with
partial pivoting. Algorithms similar to Factor and Solve are given in a number of
references [see Forsythe and Moler (1967), chaps. 16 and 17 and Dongarra et al.
(1979), chap. 1, for improved versions of these algorithms]. The programs in
LINPACK will also compute information concerning the condition or stability of
the problem Ax = b and the accuracy of the computed solution.

An important aspect of the LINPACK programs is the use of Basic Linear
Algebra Subroutines (BLAS). These perform simple operations on vectors, such as
forming the dot product of two vectors or adding a scalar multiple of one vector
to another vector. The programs in LINPACK use these BLAS to replace many
of the inner loops in a method. The BLAS can be optimized, if desired, for each
computer; thus, the performance of the main LINPACK programs can also be
easily improved while keeping the main source code machine-independent. For a
more complete discussion of BLAS, see Lawson et al. (1979).

8.3 Variants of Gaussian Elimination

There are many variants of Gaussian elimination. Some are modifications or
simplifications, based on the special properties of some class of matrices, for
example, symmetric, positive definite matrices. Other variants are ways to rewrite
Gaussian elimination in a more compact form, sometimes in order to use special
techniques to reduce the error. We consider only a few such variants, and later
make reference to others. :

Gauss—-Jordan method This procedure is much the same as regular elimination
including the possible use of pivoting and scaling. It differs in eliminating the
unknown in equations above the diagonal as well as below it. In step k of the
elimination algorithm choose the pivot element as before. Then define

o _ 9
ap;t = ) Jj=k,...,n
k)
b£k+1)= .b_si_..
x
agy

Eliminate the unknown x, in equations both above and below equation k.
Define :
k) o (k+1
aff*) = aff - aPaft™
(8.3.1)
k+1) — p(k K)p(k+1
b+ = b — afPpfF+

for j=k,...,n, i=1,...,n, i # k. The Gauss—Jordan method is equivalent to
the use of the reduced row-echelon form of linear algebra texts [for example, see
Anton (1984), pp. 8-9].
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This procedure will convert the augmented matrix [ A]b] to [1]6(™], so that at
the completion of the preceding elimination, x = ). To solve Ax = b by this
technique requires

n(n—1)>* n?
—_— = ' 8.3.2
2 2 ( )

multiplications and divisions. This is 50 percent more than the regular elimina-
tion method; consequently, the Gauss—Jordan method should usually not be used
for solving linear systems. However, it can be used to produce a matrix inversion
program that uses a minimum of storage. By taking special advantage of the
special structure of the right side in AX = I, the Gauss—Jordan method can
produce the solution X = A~! using only n extra storage locations, rather than
the normal n? extra storage locations. Partial pivoting and implicit scaling can
still be used. :

Compact methods It is possible to move directly from a matrix 4 to its LU
decomposition, and this can be combined with partial pivoting and scaling. If we
disregard the possibility of pivoting for the moment, then the result

A=LU (8.3.3)

leads directly to a set of recursive formulas for the elements of L and U.

There is some nonuniqueness in the choice of L and U, if we insist only that L
and U be lower and upper triangular, respectively. If A4 is nonsingular, and if we
have two decompositions

A=LU =L, (8.3.4)
then
Lz_lL1 = UZU{l (8.3.5)

The inverse and the products of lower triangular matrices are again lower
triangular, and similarly for upper triangular matrices. The left and right sides of
(8.3.5) are.lower and upper triangular, respectively. Thus they must equal a”
diagonal matrix, call it D, and

L,=L,D U =D,  (83.6)

The choice of D is tied directly to the choice of the diagonal elements of either L
or U, and once they have been chosen, D is uniquely determined.

If the diagonal elements of L are all required to equal 1, then the resulting
decomposition 4 = LU is that given by Gaussian elimination, as in Section 8.1.
The associated compact method gives explicit formulas for /;; and u; ;> and it is’
known as Doolittle’s method. If we choose to have the diagonal elements of U all
equal 1, the associated compact method for calculating 4 = LU is called Crout’s
method. There is only a multiplying diagonal matrix to distinguish it from
Doolittle’s method. For an algorithm using Crout’s algorithm for the factoriza-
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tion (8.3.3), with partial pivoting and implicit scaling, see the program unsymdet
in Wilkinson and Reinsch (1971, pp. 93-110). In some situations, Crout’s method
has advantages over the usual Doolittle method.

The principal advantage of the compact formula is that the elements /;; and
u;; all involve inner products, as illustrated below in formula (8.3.14)—(8.3.15) for
the factorization of a symmetric positive definite matrix. These inner products
can be accumulated using double precision arithmetic, possibly including a
concluding division, and then be rounded to single precision. This way of
computing inner products was discussed in Chapter 1 preceding the error
formula (1.5.19). This limited use of double precision can greatly increase the
accuracy of the factors L and U, and it is not possible to do this with the regular
elimination method unless all operations and storage are done in double preci-
sion {for a complete discussion of these compact methods, see Wilkinson (1965),
pp- 221-228, and Golub and Van Loan (1983), sec. 5.1).

The Cholesky method Let A be a symmetric and positive definite matrix of
order n. The matrix A is positive definite if

n

(4x, x) = Y i a; x;x;>0 (8.3.7)

J7y
i=1j=1

for all x € R", x # 0. Some of the properties of positive definite matrices are
given in Problem 14 of Chapter 7 and Problems 9, 11, and 12 of this chapter.
Symmetric positive definite matrices occur in a wide variety of applications.

For such a matrix A, there is a very convenient factorization, and it can be
carried through without any need for pivoting or scaling. This is called Choleski’s
method, and it states that we can find a lower triangular real matrix L such that

A=LLT (8.3.8)

The method requires only $n(n + 1) storage locations for L, rather than the
usual n? locations, and the number of operations is about in’, rather than the
number 1n? required for the usual decomposition.

To prove that (8.3.8) is possible, we give a derivation of L based on induction.
Assume the result is true for all positive definite symmetric matrices of order
< n — 1. We show it is true for all such matrices A4 of order n. Write the desired

L, of order n, in the form
L o0
L =
[YT X]

with L a square matrix of order n — 1, y € R""!, and x a scalar. The L is to be
chosen to satisfy 4 = LLT: '

[YI:T g][%" »I]=A=[A; 2] (8:3.9)
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with 4 of order n — l,ceR" Land d= a,, real. §ince (8.3.7) is true for A4, let
x, = 0 in it to obtain the analogous statement for 4, showing A is also positive
definite and symmetric. In addition, 4 > 0, by letting x; = --- =x,_; =0,
x, = 1 in (8.3.7). Multiplying in (8.3.9), choose L, by the induction hypothesis to
satisfy

LiT=4 (8.3.10)
Then choose y by solving |
Ly=c _ (8.3.11)

since L is nonsingular, because det(/f) = [det(f.)] 2, Finally, x must satisfy
Yy +x*=d (8.3.12)

To see that x2 must be positive, form the determinant of both sides in (8.3.9),
obtaining

[det (£)]*x? = det (4) (8.3.13)

Since det (A) is the product of the eigenvalues of A, and since all eigenvalues of
positive definite symmetric are positive (see Problem 14 of Chapter 7), det(4) is
positive. Also, by the induction hypothesis, L is real. Thus x? is positive in
(8.3.13), and we let x be its positive square root. Since the result (8.2.8) is trivially
true for matrices of order n = 1, this completes the proof of the factorization
(8.3.8). For another approach, see Golub and Van Loan (1983, sec. 5.2).

A practical construction of L can be based on (8.3.9)-(8.3.12), but we give one
based on directly finding the elements of L. Let L = [/;;], with /;; = 0 for j > i.
Begin the construction of L by multiplying the first row of L times the first
column of L7 to get

2 _
Iy = ay

Because 4 is positive definite, a3, > 0, and [}, = ya,; . Multiply the second row
of L times the first two columns of L7 to get

— 2 2 _
Inhy=ay Ih+1l5=ay

Again, we can solve for the unknowns /,, and 125. In general for i = 1,2,..., n,
j-1

a;; — Z Iikljk

k

= =1
i Iji

J=1..,i-1 (8.3.14)

, i-1., 172 '
;= [a,-,- -¥ Ifk} (8.3.15)
k=1 « .



5§26 NUMERICAL SOLUTION OF SYSTEMS OF LINEAR EQUATIONS

The argument in this square root is the term x? in the earlier derivation (8.3.12),
and /; is real and positive. For programs implementing Cholesky’s method, see
Dongarra et al. (1979, chap. 3) and Wilkinson and Reinsch (1971, pp. 10-30).

Note the inner products in (8.3.14) and (8.3.15). These can be accumulated in
double precision, minimizing the number of rounding errors, and the elements /;;
will be in error by much less than if they had been calculated using only single
precision arithmetic. Also note that the elements of L remain bounded relative to
A, since (8.3.15) yields a bound for the elements of row i, using

B+ +12=a, (8.3.16)
The square roots in (8.3.15) of Choleski’s method can be avoided by using a

slight modification of (8.3.8). Find a diagonal matrix D and a lower triangular
matrix L, with 1s on the diagonal, such that

A=LDI" (8.3.17)
This factorization can be done with about the same number of operations as
Choleski’s method, about %n3, with no square roots. For further discussion and a

program, see Wilkinson and Reinsch (1971, pp. 10-30).

Example Consider the Hilbert matrix of order three,

i . 1 1]
, 2 3
1 1 1
A== = = (8.3.18)
2 3 4
1 1 1
'3 4 5
For the Choleski decomposition,
1 0 0
1 1
- —= 0
L=12 23
1 1 1
3 2/3 65
and for (8.3.17),
1 0 | 0 1 0 0
1 1 0 0 1 0
L=|2 D= 12
1 1 1 0 o0 !
3 180
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For many linear systems in applications, the coefficient matrix A4 is banded,
which means

a,=0 if |i—j|>m (8.3.19)

i

for some small m > 0. The preceding algorithms simplify in this case, with a
considerable savings in computation time. For such algorithms when A4 is
symmetric and positive definite, see the LINPACK programs in Dongarra et al.
(1979, chap. 4). We next describe an algorithm in the case m = 1 in (8.3.19).

Tridiagonal systems The matrix 4 = [a,;] is tridiagonal if
a;=0 for |i—jl>1 (8.3.20)

This gives the form

A= . : (8.3.21)

C

n—

1
0 - 0 b a, |

Tridiagonal matrices occur in a variety of applications. Recall the linear system
(3.7.22) for spline functions in Section 3.7 of Chapter 3. In addition, many
numerical methods for solving boundary value problems for ordinary and partial
differential equations involve the solution of tridiagonal systems. Virtually all of
these applications yield tridiagonal matrices for which the LU factorization can
be formed without pivoting, and for which there is no large increase in error as a -
consequence. The precise assumptions on 4 are given below in Theorem 8.2.

By considering the factorization 4 = LU without pivoting, we find that most
elements of L and U will be zero. And we are lead to the following general
formula for the decomposition: :

A=LU
(al 0 o[t v o --- 0 ]
b, o, O ffo 1 9y 0

~lo b | a : | :
: - Yot
| 0 b, «,]]0 0 1 |

We can multiply to obtain a way to recursively compute {a;} and {v,}:
a; = RS04 Bl
a,=a;+by,_, i=2,...,n - (8.3.22)

&Y; = ¢; i=23,...,n-1
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These can be solved to give

o
oG =a n= al
<
o=a,~by_, v=— i=23..n-1 (8323
«;
a, = a‘n - bnyn-—l
To solve LUx = f, let Ux = z and Lz = f. Then
; — biz;_
zl=£ z,.=£'————l i=23,...,n
% & (8.3.24)
X, =2, X;=2Z;— YiXis1 i=n-1,n-2,...,1

The constants in (8.3.23) can be stored for later use in solving the linear system
Ax = f, for as many right sides f as desired.

Counting only multiplications and divisions, the number of operations to
calculate L and U is 2n — 2; to solve Ax = f takes an additional 3n —2
operations. Thus we need only 5n — 4 operations to solve Ax — f the first time,
and for each additional right side, with the same A, we need only 3n —2
operations. This is extremely rapid. To illustrate this, note that 4! generally is
dense and has mostly nonzero entries; thus, the calculation of x = A~f will
require n? operations. In many applications n may be larger than 1000, and thus
there is a significant savings in using (8.3.23)—(8.3.24) as compared with other
methods of solution. A

To justify the preceding decomposition of A, especially to show that all the
coefficients a; # 0, we have the following theorem.

Theorem 8.2  Assume the coefficients {a;, b;, ¢;} of (8.3.21) satisfy the following
conditions:

L gyl > ol >0
2. a) = |b| + I, -b,.,c,.#: 0 i=2..n-2
3. Ja,| >k >0
Then A is nonsingular,
vl <1 i=1,...,n-1
lail = 16l <l < lajf + 15  i=2,...,n

Proof For the proof, see Isaacson and Keller (1966, p. 57). Note that the last
bound shows ja;] > |¢;|, i =2,...,n — 2. Thus the coefficients of L
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and U remain bounded, and no divisors are used that are almost zero
except for rounding error.

The condition that b,, ¢; # 0 is not essential. For example, if some
b, = 0, then the linear system can be broken into two new systems, one
of order i — 1 and the other of order n — i + 1. For example, if

then solve Ax = f by reducing it to the following two linear systems,

i e A I O o P
by a,]||x, fa b, ayf|x, fa— x5
This completes the proof. L

Example Consider the coefficient matrix for spline interpolation, in (3.7.22) of
Chapter 3. Consider 4, = constant in that matrix, and then factor h/6 from
every row. Restricting our interest to the matrix of -order four, the resulting
matrix is

21 0 0O
-1 4 1 0
4= 01 4 1
0 0 1 2
Using the method (8.3.23), this has the LU factorization
(2 0 0 0] [ 1 ]
7 1 —- 0 0
1 = 0 0 2
2 2
= 26 /0 1 - 0
=l 1 2 o v 7
! 0 0 1 ’
45 eV
i 26 | | 0 0 0 1 |

" This completes the example. And it should indicate that the. solution of the cubic
spline interpolation problem, described in Section 3.7 of Chapter 3, is not
difficult to compute.

8.4 Error Analysis
We begin the error analysis of methods for solving Ax = b by examining the

stability of the solution x relative to small perturbations in the right side 5. We
will follow the general schemata of Section 1.6 of Chapter 1, and in particular, we
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will study the condition number of (1.6.6).
Let Ax = b, of order n, be uniquely solvable, and consider the solution of the

perturbed problem
AF=b+r (8.4.1)

Let e = X — x, and subtract Ax = b to get
Ae=r e=A"'r (8.4.2)
To examine the stability of Ax = b as in (1.6.6), we want to bound the quantity

Ly (8.4.3)

el hol

as r ranges over all elements of R”, which are small relative to b.
From (8.4.2), take norms to obtain

Il < Bl el flelt < 14~

Divide by || 4]] |ix]| in the first inequality and by {|x|| in the second one to obtain

il lell 147"y
£ —— £

(PRI I, 20

The matrix norm is the operator matrix norm induced by the vector norm. Using
ihe bounds

N6l < Al txl  fxl < fA = B
we obtain
1 _ el |
——— i — < 8.4.4
AT e S gy < A4 Gy (8.4.4)

Recalling (8.4.3), this result is justification for introducing the condition number
of A:

cond (A4) = [l4fl .47 (8.4.5)

For each given A, there are choices of b and r for which either of the inequalities
in (8.4.4) can be made an equality. This is a further reason for introducing
cond (A) when considering (8.4.3)., We leave the proof to Problem 20. :

The quantity cond (A4) will vary with the norm being used, but it is always
bounded below by one, since

1< ||| =44 Y < |4}l ]lA~ Y| = cond (4)

If the. condition number is nearly 1, then we see from (8.4.4) that small relative
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perturbations in 5 will lead to similarly small relative perturbations in the
solution x. But if cond (4) is large, then (8.4.4) suggests that there may be small
relative perturbations of b that will lead to large relative perturbations in x.

Because (8.4.5) will vary with the choice of norm, we sometimes use another
definition of condition number, one independent of the norm. From Theorem 7.8
of Chapter 7, '

cond(4) = r,(A)r,(4A71)
Since the eigenvalues of 4 ! are the reciprocals of those of 4, we have the result
Max |A|
cond (4) > Assd cond (A4), (8.4.6)

Min |A]
A€o(A)

in which ¢(A4) denotes the set of all eigenvalues of A.
Example Consider the linear system
Tx, + 10x, = b;
5x,+ Tx,=b, (8.4.7)

For the coefficient matrix,

_[7 10 _1=[—7 10]
4 [5 7] 4 5 =7

Let the condition number in (8.4.5) be denoted by cond (4), when it is generated
using the matrix norm || - || ,. For this example,

cond (A); = cond (4),, = (17)(17) = 289,
cond(4), =223  cond(A), = 198

These condition numbers all suggest that (8.4.7) may be senéitive to changes in
the right side b. To illustrate this possibility, consider the particular case

Tx; + 10x, =1
Sx;+ Txp =7
which has the solution
x=0 x,=1.1
For the perturbed system, solve
7%, + 10%, = 1.01

5% + 1%, = .69
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It has the solution

#=-17 =2

The relative changes in x are quite large when compared with the size of the
relative changes in the right side b.

A linear system whose solution x is unstable with respect to small relative
changes in the right side b is called ill-conditioned. The preceding system (8.4.7) is
somewhat iil-conditioned, especially if only three or four decimal digit floating-
point arithmetic is used in solving it. The condition numbers cond(A) and
cond (A4), are fairly good indicators of ill-conditioning. As they increase by a
factor of 10, it is likely that one less digit of accuracy will be obtained in the
solution.

In general, if cond (A4), is large; then there will be values of b for which the
system Ax = b is quite sensitive to changes r in b. Let A, and A, denote
eigenvalues of A4 for which

Al = Min {A Al = Max |A
(A xeiﬁﬂ | (ALl AeﬁiJl

and thus

u

y (8.4.8)

cond(A4), =

Let x, and x, be corresponding eigenvectors, with {|x|i.. = l|x,ll,, = 1. Then

Ax =N, x,

has the solution x = x,. And the system

1
X = = 4+ ———
AZX = A x, + },x, Au[xu cond (A). x,]

has the solution
X=x,+x

If cond (A), is large, then the right-hand side has only a small relative perturba-
tion,

Il _ 1 (849)
1Bll, — cond(4), -

But for the solution, we have the much larger relative perturbation

X —-x X - .
1= e _ e _ (5.4.10)

e Il




ERROR ANALYSIS 533

There are systems that are not ill-conditioned in actual practice, but for which
the preceding condition numbers are quite large. For example,

1 0
A =
[O 10”10]

has all condition numbers cond (A), and cond (4), equal to 10%°. But usually
the matrix is not considered ill-conditioned. The difficulty is in using norms to
measure changes in a vector, rather than looking at each component separately. If
scaling has been carried out on the coefficient matrix and unknown vector, then
this problem does not usually arise, and then the condition numbers are usually
an accurate predictor of ill-conditioning. _

As a final justification for the use of cond (A) as a condition number, we give
the following result.

Theorem 8.3 (Gastinel) Let A4 be any nonsingular matrix of order n, and let
{| - | denote an operator matrix norm. Then

Min

__.____1 = Mi u B a singular matrix (8.4.11)
cond (A) 1Al ® o

with cond (A4) defined in (8.4.5).
Proof See Kahan (1966, p. 775). |

The theorem states that 4 can be well approximated in a relative error sense
by a singular matrix B if and only if cond (A4) is quite large. And from our view,
a singular matrix B is the ultimate in ill-conditioning. There are nonzero
perturbations of the solution, by the eigenvector for the eigenvalue A = 0, which
correspond to a zero perturbation in the right side b. More importantly, there are
values of b for which Bx = b is no longer solvable.

The Hilbert matrix The Hilbert matrix of order » is defined by

1 1 1
1 — - —
2 3 n
1 1 1 1 |
H,=|2 3 4 n+ 1 (8.4.12)
11 1
ln n+1 2n -1 |

This matrix occurs naturally in solving the continuous least squares approxima-
tion problem. Its derivation is given near the end of Section 4.3 of Chapter 4,
with the resulting linear system given in (4.3.14). As was indicated in Section 4.3
and illustrated following (1.6.9)in Section 1.4 of Chapter 1, the Hilbert matrix is
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Table 8.2 Condition numbers of Hilbert matrix

n cond (H,), n cond (H,)«
3 524E 4+ 2 7 4.75E + 8

4 1.55E + 4 8 1.53E + 10
5 477E+ 5 9 4.93E + 11
6 1.50E + 7 10 1.60E + 13

very ill-conditioned, and increasingly so as n increases. As such, it has been a
favorite numerical example for checking programs for solving linear systems of
equations, to determine the limits of effectiveness of the program when dealing
with ill-conditioned problems. Table 8.2 gives the condition number cond (H, ),
for a few values of n. The inverse matrix H, ! = [a,(J’-"] is known explicitly:

al™ = ()™ (n+i-1)Un+j~—1)
N (i +j = 1)[(i - 1)!(j — 1)!]2(71 - i)!(n - )

1<i,j<n
(8.4.13)

For additional information on H,, including an asymptotic formula for
cond (H,),, see Gregory and Karney (1969, pp. 33-38, 66-73).

Although widely used .as an example, some care must be taken as to what is
the true answer. Let H, denote the version of H, after it is entered into the finite
arithmetic of a computer. For a matrix inversion program, the results of the
program should be compared with H !, not with H!; these two inverse
matrices can be quite different. For example, if we use four decimal digit
floating-point arithmetic with rounding, then

5000 3333 2500

_ [1000 5000 3333 |
H, = (8.4.14)
3333 2500 .2000 |

Rounding has occurred only in expanding } in decimal fraction form. Then

9000 —36.00 30.00 |
H;t=| —36.00 1920 —180.0
30.00 —180.0 180.0 |
9062 —36.32 30.30 |
Hl=|-3632 1937 —181.6 (8.4.15)
3030 —181.6 181.5 |

Any program for matrix inversion, when applied to 173, should have its resulting
solution compared with H; ), not H;!. We return to this example later in
Section 8.5.
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Error bounds We consider the effects of rounding error on the solution % to
Ax = b, obtained using Gaussian elimination. We begin by giving a result
bounding the error when b and A are changed by small amounts. This is a useful
result by itself, and it is necessary for the error analysis of Gaussian elimination
that follows later.

Theorem 8.4 Consider the system Ax = b, with 4 nonsingular. Let 64 and b
be perturbations of A and b, and assume

l84jf < (8.4.16)

1%

Then A + 84 is nonsingular. And if we define 8x implicitly by

(A + 84)(x + 8x) = b + 8b (8.4.17)
then '
- |18x) cond (4) 84y 18b
4] '{nAn " ubu} (8.4.18)

"x” - 1- cond(A)W

Proof First note that 84 represents any matrix satisfying (8.4.16), not a -
constant & times the matrix A, and similarly for 8b and 8x. Using
(8.4.16), the nonsingularity of 4 + 84 follows immediately from Theo-
rem 7.12 of Chapter 7. From (7.4.11),

4~

— T 8.4.19
1 —|lA7H]||84]) ( )

(4 +84) " <

Solving for 8x in (8.4.17), and using Ax = b,

(4 +84)8x+ Ax + (84)x=b + &b
8x = (A4 + 84)'[8b — (84)x]
Using (8.4.19) and the definition (8.4.5) of cond-(A),

cond (A4) |16k 84

A A
—_ by

Divide by ||x]| on both sides, and use ||b]] < ||4]| ||x|} to obtain (8.4.18).
n

The analysis of the effect of rounding errors on Gaussian elimination is due to
J. H. Wilkinson, and it can be found in Wilkinson (1963, pp. 94-99), (1965, pp.
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209-216), Forsythe and Moler (1967, chap. 21), and Golub and Van Loan (1983,
chap. 4). Let £ denote the computed solution of Ax = b. It is very difficult to
compute directly the effects on x of rounding at each step, as a means of
obtaining a bound on |jx — XJ|. Rather, it is easier, although nontrivial, to take £
and the elimination algorithm and to work backwards to show that £ is the exact
solution of a system

(A+84)2=0b
in which bounds can be given for 8A4. This approach is known as backward error
analysis. We can then use the preceding Theorem 8.4 to bound {jx — 2| In the

following result, the matrix norm will be || 4], the row norm (7.3.17) induced by
the vector norm || x|} -

Theorem 8.5 Let A be of order n and nonsingular, and assume partial or
complete pivoting is used in the Gaussian elimination process.
Define

Max |a{P) (8.4.20)

T TR i

Let u denote the unit round on the computer being used. [See
(1.2.11)—(1.2.12) for the definition of u.]

1. The matrices L and U computed using Gaussian elimination
satisfy

LU=A+E, | _
IEl, < n?llAll ou (8.4.21)

2. The approximate solution % of Ax = b, computed using
Gaussian elimination, satisfies

(A+84)2=b (8.4.22)

with
184,
Al o

- 3. Using Theorem 8.4,

< {1.01(n* + 3n*)pu} (8.4.23)

lIx ~ 2l cond (4),,
184l

N4l

< [1.01(n + 3n2)pu] (8.4.24)
[|x||°°’ 1~ cond(4),

Proof The proofs of (1) and (2) are given in Forsythe and Moler (1967, chap.
" 21). Variations on these results are given in Golub and Van Loan (1983,

chap. 4). |
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Empirically, the bound (8.4.23) is too large, due to cancellation of rounding
errors of varying magnitude and sign. According to Wilkinson (1963, p. 108), a
better empirical bound for most cases is

84|,

14l

< nu _ (8.4.25)

The result (8.4.24) shows the importance of the size of cond (A4).
The quantity p in the bounds can be computed during the elimination process,
and it can also be bounded a priori. For complete pivoting, an a priori bound is

p<18nm/4  p>1

and it 1s conjectured that p < cn for some c. For partial pivoting, an a priori
bound is 2"7!, and pathological examples are known for which this is possible.
Nonetheless, in all empirical studies to date, p has been bounded by a relatively
small number, independent of n. Because of the differing theoretical bounds for
p, complete pivoting is sometimes considered superior. In actual practice, how-
ever, the error behavior with partial pivoting is as good as with complete
pivoting. Moreover, complete pivoting requires many more comparisons at each
step of the elimination process. Consequently, partial pivoting is the approach
used in all modern Gaussian elimination codes.

One of the most important consequences of the preceding analysis’is to show
that Gaussian elimination is a very stable process, provided only that the matrix
A is not badly ill-conditioned. Historically, researchers in the early 1950s were
uncertain as to the stability of Gaussian elimination for larger systems, for
example, n > 10, but that question has now been settled.

The size of the residual in the computed solution £, namely

r=b— A% (8.4.26)

is sometimes linked, mistakenly, to the size of the error x — X. In fact, the error
in £ can be large even though r is small, and this is usually the case with
ill-conditioned problems. From (8.4.26) and 4Ax = b,

r=A(x - %)
x—%=A"Y (8.4.27)

and thus x — X can be much larger than r if 4 =1 has large elements.
In practice, the residual r is quite small, even for ill-conditioned problems. To
suggest why this should happen, use (8.4.22) to obtain

r=(84)%
Irlle < HEAllN 2l

Il 184l
<

—— < 8.4.28
Il %l 4l ( )
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The bounds for ||84)|/||4ll, in (8.4.23) or (8.4.25), are independent of the
conditioning of the problem. Thus ||r|},, will generally be small relative to
14 |1 %l]. The latter is often close to ||b}| or is of the same magnitude, since
b = Ax, and then ||r| will be small relative to ||b]. As a final note on the size of
the residual, there are some problems in which it is important only to have r be
small, without x — £ needing to be small. In such cases, ill-conditioning will not
have the same meaning.

The bounds (8.4.18) and (8.4.24) indicate the importance of cond(A4) in
determining the error. Generally if cond (4) = 10™, some m > 0, then about m
digits of accuracy will be lost in computing £, relative to the number of digits in
the arithmetic being used. Thus measuring cond (4) = ||4{|||4 Y| is desirable.
The term || A} is easy and inexpensive to evaluate, and ||4~}| is the main
problem in computing cond(A). Calculating 4! requires n> operations, and
this is too expensive a way to compute ||4 !} A less expensive approach, using
O(n?) operations, was developed for the LINPACK package.

For any system Ay = d,

y=A"4
iyl < H4- M4l

Iyl

A7Y >
47 = 1l

(8.4.29)

We want to choose d to make this ratio as large as possible. Write 4 = LU, with
LU obtained in the Gaussian elimination. Then solving Ay = d is equivalent to
solving

Lw=d U=w

While solving Lw = d, develop d to make w as large as possible, while retaining
lldll = 1. Then solve Uy = w for y. This will give a better bound in (8.4.29) than
a randomly chosen d. An algorithm for choosing d is ‘given in Golub and
Van Loan (1983, p. 77). The algorithm in LINPACK is a more complicated
extension of the preceding. For a description see Golub and Van Loan (1983, p.
78) or Dongarra et al. (1979, pp. 1.12-1.13).

A posteriori error bounds We bégin with error bounds for a computed inverse
C of a given matrix A. Define the residual matrix by

R=I-C4

Theorem 8.6 1f ||R|| < 1, then A4 and C are nonsingular, and

lapict — 1t T 1 — R| (8.4.30)
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Proof Since ||R|| <1, I — R is nonsingular by Theorem 7.11 of Chapter 7, and

I-R) Y —
0~ B < =

But
I—-R=CA (8.4.31)

0 # det(I — R) = det(CA) = det (C) det(4)

and thus both det(C) and det (A4) are nonzero. This shows that both 4
and C are nonsingular.
For the lower bound in (8.4.30),

R=I-C4=(A"1'-C)4,
IR <471 = ClijAl
and dividing by ||4|| ||C]| proves the result. For the upper bound, (8.4.31)
implies
(I-R)'=4"C!

A1=(I-R)"'C (8.4.32)

For the error in C,
A '~ C=(I-CA)A"'=RA'=R(I-R)"'C

IRIHICI

A1 - Cljgs ————
I Il<1_“R”

This completes the proof. ]

This result is generally of more theoretical than practical interest. Inverse
matrices should not be produced for solving a linear system, as was pointed out
earlier in Section 8.1. And as a consequence, there is seldom any real need for the
preceding type of error bound. The main exception is when C has been produced
as an approximation by means other than Gaussian elimination, often by some
theoretical derivation. Such approximate inverses are then used to solve Ax = b
by theé residual correction procedure (8.5.3) described in the next section. In this
case, the bound (8.4.30) can furnish some useful information on C.

Corollary Let A, C, and R be as given in Theorem 8.6. Let £ be an
approximate solution to Ax = b, and define r = b — AX. Then

ICrl

—_— 8.4.33
1-|R| (8439)

llx — %l <
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Proof From

=hp— A% = Ax — A% = A(x — %)
x—%=A"r=({I-R)"'Cr (8.4.34)

with (8.4.32) used in the last equality. Taking norms, we obtain (8.4.33).
|

This bound (8.4.33) has been found to be quite accurate, especially when
compared with a number of other bounds that are commonly used. For a
complete discussion of computable error bounds, including a number of exam-
ples, see Aird and Lynch (1975).

The error bound (8.4.33) is relatively expensive to produce. If we suppose that
X was obtained by Gaussian elimination, then about n°/3 operations were used
to calculate £ and the LU decomposition of 4. To produce C=A"! by
elimination will take at least 2n® additional operations, producing CA requires n>
multiplications, and producing Cr requires n2. Thus the error bound requires at

" least a fivefold increase in the number of operations. It is generally preferable to

estimate the error by solving approximately the error equation

A(x—%)=r
using the LU decomposition stored earlier. This requires n> operations to
evaluate r, and an additional n? to solve the linear system. Unless, the residual

matrix R = I — CA has norm nearly one, this approach will give a very reason-
able error estimate. This is pursued and illustrated in the next section.

8.5 The Residual Correction Method
We assume that Ax = b has been solved for an approximate solution £ = x©.
Also the LU decomposition along with a record of all row or column inter-
changes should have been stored. Calculate
r® —p - 4x© (8.5.1)
Define e = x — x©. Then as before in (8.4.34),
Ae® = ,©@

Solve this system using the stored LU decomposition, and call the resulting
approximate solution €®. Define a new approximate solution to Ax = b by

*® = xO© 4 20 (8.5.2)

The process can be repeated, calculating x®,..., to continually decrease the
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error. To calculate r@ takes n* operations, and the calculation of é® takes an
additional n? operations. Thus the calculation of the improved values
x®, x@ . is inexpensive compared with the calculation of the original value
x©_ This method is also known as iterative improvement or the residual correction
method. '

It is extremely important to obtain accurate values for . Since x@ ap-
proximately solves Ax = b, r©® will generally involve loss-of-significance errors
in its calculation, with Ax® and b agreeing to almost the full precision of the
machine arithmetic. Thus to obtain accurate values for @, we must usually go to
higher precision arithmetic. If only regular arithmetic is used to calculate 9, the
same arithmetic as used in calculating x® and LU, then the resulting inaccuracy
in r©@ will usually leads to é©® being a poor approximation to ¢©. In single
precision arithmetic, we calculate r@ in double precision. But if the calculations
are already in double precision, it is often hard to go to a higher precision
arithmetic.

Example Solve the system Ax = b, with 4 = H, from (8.4.14). The arithmetic
will be four decimal digit floating-point with rounding. For the right side, use

b=1[1,0,0]"
The true solution is the first column of H; %, which from (8.4.15) is
x = [9.062, —36.32,30.30] "

to four significant digits.
Using elimination with partial pivoting,

x© = [8.968, —35.77,29.77]7

The residual 7@ is calculated with double precision arithmetic, and is then
rounded to four significant digits. The value obtained is

r® = [-.005341, — 004359, — .005344] T
Solving 4e©® = r©@ with the stored LU decomposition, |
89 = [.09216, — 5442, .5239]7
x® = [9.060, —36.31,30.29]"
Repeating these operations,
r® = [~ 0006570, — 0003770, ~.0001980] "
é® = [.001707, — .01300,.01241] "

x® = [9.062, —36.32,30.30]7
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The vector x® is accurate to four significant digits. Also, note that x®¥ — x@ =
O is an accurate predictor of the error ¢©@ in x©@.

Formulas can be developed to estimate how many iterates should be calcu-
lated in order to get essentially full accuracy in the solution x. For a discussion of
what is involved and for some algorithms implementing this method, see Dongarra
et al. (1979, p. 1.9), Forsythe and Moler (1967, chaps. 13, 16, 17), Golub and
Van Loan (1983, p. 74), and Wilkinson and Reinsch (1971, pp. 93-110).

Another residual correction method There are situations in which we can
calculate an approximate inverse C to the given matrix 4. This is generally done
by carefully considering the structure of A, and then using a variety of approxi-
mation techniques to estimate 4 ~!. Without considering the origin of C, we show

how to use it to iteratively solve Ax = b.
Let x©@ be an initial guess, and define r@ = b — Ax©®. As before, A(x —
x©@) = rO, Define x implicitly by

M~ xO = 0 ©®
In general, define

rim=p— Ax(m  xmD) = xm o Cptm o =0,1,2,... (8.5.3)

If C is a good approximation to A, the iteration will converge rapidly, as
shown in the following analysis.
We first obtain a recursion formula for the error:

x = xmD = x — x — Cr™ = x — x" — C[b — 4x™]

=x—x"™ — C[4x — Ax'™]

x — x"D = (I — C4)(x — x™) (8.5.49)
By induction
x — xM = (I - C4)"(x — x®) m=0 (8.5.9)
If |
1 - C4jl<1 : (8.5.6)

for some matrix norm, then using the associated vector norm,
llx = x) < |T = CAl™ix = x| (8.5.7)

And this converges to zero as m — co, for any choice of initial guess x@. More
generally, (8.5.5) implies that x(™ converges to x, for any choice of x, if and
only if ’

(I-CA)" >0 as m— o0
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And by Theorem 7.9 of Chapter 7, this is equivalent to
r,(I—C4) <1 (8.5.8)

for the special radius of 7 — CA. This may be possible to show, even when (8.5.6)
fails for the common matrix norms. Also note that

I—AC=A(I - CA)A™!

and thus I — AC and I — CA are similar matrices and have the same eigenval-
ues. If

I - AC| <1 (8.5.9)

then (8.5.8) is true, even if (8.5.6) is not true, and convergénce will still occur.
Statement (8.5.4) shows that the rate of convergence of x{™ to x is linear:

Ix = x| <cx—x") m=0 (8.5.10)
with ¢ < 1 unknown. The constant c¢ is often estimated computationally with

(m+2) _ L (m+1)
llx x I

¢ = Max o (8.5.11)

with the maximum performed over some or all of the iterates that have been
computed. This is not rigorous, but is motivated by the formula

x(W4D D (T = CAY(x D — x(m) (8.5.12)
To prove this, simply use (8.5.4), subtracting formulas for successive values of m.
If we assume (8.5.10) is valid for the iterates that we are calculating, and if we
have an estimate for ¢, then we can produce an error bound.
D — x| =[x = x] = [x = x"*D]

2 ||x — x| = Jlx — x D

2 flx = x| = cllx — x|

x = X < T flx D — X

1-¢

[4
llx — x D) < 1= CIIX‘”‘”’ — x| (8.5.13)

For slowly convergent iterates [with ¢ =1}, this bound is important, since
flx¢"+D — x(™}| can then be much smaller than ||x — x|, Also, recall the
earlier derivation in Section 2.5 of Chapter 2. A similar bound, (2.5.5), was
derived for the error in a linearly convergent method.
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Example Define A(¢) = Ay + ¢B, with

2 1 ¢ 0 1 1
4p=(1 2 1| B=[-1 0 1
-1

01 2 -1 0

As an approximate inverse to A(¢), use

Ale) 2 C=45" =] -

Bl N Ak
Nl= e N
|
Bl N A

We can solve the system A(e)x = b using the residual correction method (8.5.3).
For the convergence analysis,

I—CA(e)=1—A;' A, + eB] = —eA;'B

I

|

m

|

B
- O =
P R B

Convergence is assured if

I — CA(€)l,

le] <1
and from (8.5.4),
llx = x™* V), < Jefflx — x),  m=0

There are many situations of the kind in this example. We may have to solve
linear systems of a general form A(e)x = b for any ¢ near zero. To save time, we
obtain either 4(0)~! or the LU decomposition of A(0). This is then used as an
approximate inverse to A(e), and we solve A(e)x = b using the residual correc-
tion method.

8.6 Iteration Methods

As was mentioned in the introduction to this chapter, many linear systems are
too large to be solved by direct methods based on Gaussian elimination. For
these systems, iteration methods are often the only possible method of solution,
as well as being faster than elimination in many cases. The largest area for the
application of iteration methods is to the linear systems arising in the numerical
solution of partial differential equations. Systems of orders 10> to 10° are not
unusual, although almost all of the coefficients of the system will be zero. As an
example of such problems, the numerical solution of Poisson’s equation is studied
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in Section 8.8. The reader may want to combine reading that section with the
present one.

Besides being large, the linear systems to be solved, Ax = b, often have
several other important properties. They are usually sparse, which means that
only a small percentage of the coefficients are nonzero. The nonzero coefficients
generally have a special pattern in the way they occur in A, and there is usually a
simple formula that can be used to generate the coefficients a,; as they are
needed, rather than having to store them. As one consequence of these properties,
the storage space for the vectors x and b may be a more important consideration
than is storage for A. The matrices A will often have special properties, which are
discussed in this and the next two sections.

We begin by defining and analyzing two classical iteration methods; following
that, a general abstract framework is presented for studying iteration methods.
The special properties of the linear system Ax = b are very important when
setting up an iteration method for its solution. The results of this section are just
a beginning to the design of a method for any particular area of applications.

The Gauss—Jacobi method (Simultaneous displacements) Rewrite Ax = b as

1
x;=~—(b, — zaijxj i=12,...,n (8.6.1)

a;; j=1

JFEi

assuming all a;; # 0. Define the iteration as

1 n .
x{mtD = —{b— ) a,xm™ i=1,...,n m>=0 (8.6.2)
a;; i=1"
J
J#Ei

and assume initial guesses x{?, i = 1,..., n, are given. There are other forms to

i

the method. For example, many problems are -given naturally in the form
(I-B)x=5b
and then we would usually first consider the iteration
x(m*D) = p + Bx(m m=>0 (8.6.3)

Our initial error analysis is restricted to (8.6.2), but the same ideas can be used
for (8.6.3). :

To analyze the convergence, let e™ = x — x™, m > 0. Subtracting (8.6.2)
from (8.6.1),

n

’ a..
et = _ Y #ejgm i=1,....n m>=0 (8.6.4)
j=1 Qi
J*i
n ..
7
lef™ D) < X [= el
j=1 ii

J#i
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Define
n aij
p= Max ) [ (8.6.5)
l<i<n j=1 a;
i
Then
lef™* D} < plle™],,
and since the right side is independent of i,
e Dlly, < mlle M, (8.6.6)
If p < 1, then ¢/ — 0 as m — oo with a linear rate bounded by g, and
el < n™lle ], (8.6.7)

In order for p < 1 to be true, the matrix 4 must be diagonally dominant, that is,
it must satisfy

Ylagl <lagl i=1,2,..,n (8.6.8)
j=1
J#i

* Such matrices occur in a number of applications, and often the associated matrix

is sparse.
To have a more general result, write (8.6.4) as

e =M™ m>0 (8.6.9)
[, 4 |

ay an

n 0 s G2

M=—|4» a4 axn

nl 0

~ Inductively,

elm = Mme©® (8.6.10)

If we want e{™ — 0 as m — oo, independent of the choice of x® (and thus of
e®), it is necessary and sufficient that

Mm" -0 as m— o0
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Or equivalently from Theorem 7.9 of Chapter 7,
r(M)<1 (8.6.11)

The condition p < 1 is merely the requirement that the row norm of M be less
than 1, ||M||,, <1, and this implies (8.6.11). But now we see that e™ — 0 if
JIM]] < 1 for any operator matrix norm.

Example Consider solving Ax = b by the Gauss—Jacobi method, with
10 3 1 14 0
A=|2 =10 3 b=1]-5 x® =10 (8.6.12)
1 3 10 14 0

Solving for unknown i in equation i, we have x = g + MXx,

6 -3 -1 14
M= 2 0 3 g=| .5 .
-1 -3 0 14

The true solution is x =[1,1,1]". To check for convergence, note that
1Ml = -53 IIM]||; = .6. Hence

”e(m+l)"°° < 'Slle(m)”w m=>0 (8613)

A similar statement holds for [|e‘"*D]},. Thus convergence is guaranteed, and the
errors will decrease by at least one-half with each iteration. Actual numerical
fesults are given in Table 8.3, and they confirm the result (8.6.13). The final
column is

N Al
Ratio = He(T—ﬁil-_ (8614)

It demonstrates that the convergence can vary from one step to the next, while
satisfying (8.6.13), or more generally (8.6.6).

Table 8.3 Numerical results for the Gauss—Jacobi method

m x{™ x§m Coxim 1]l Ratio
0 0 : 0 0 1.0

1 14 5 14 .5 5

2 L1l 1.20 111 2 4
3. .929 1.055 929 071 -.36
4 .9906 .9645 9906 - 0355 .50
5 1.01159 .9953 - 1.01159 01159 33
6 1.000251 1.005795 1.000251 - 005795 .50
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The Gauss—Seidel method (Successive displacements) Usirg (8.6.1), define

i—1 n
x{m*h = L by~ Y ayx{™P— 3 a, xim i=1,2,...,n .(8.6.15)
a;i i=1 j=i+1

Each new component x{™*! is immediately used in the computation of the next
component. This is convenient for computer calculations, since the new value can
be immediately stored in the location that held the old value, and this minimizes
the number of necessary storage locations. The storage requirements for x with
the Gauss—Seidel method is only half what it would be with the Gauss—Jacobi
method. )

To analyze the error, subtract (8.6.15) from (8.6.1):

i—-1 n

a;; a;;
efmD = — 3 —Fe(mth 5 —elm  i=12,...,n (8.6.16)
j=1 Gii j=i+1 dii
Define

-1 n

a;: o .
a;= 3 |~ B, = = i=1...n
j=114i j=i+1|d;

with o, = 8, = 0. Using the same definition (8.6.5) for u as with the Jacobi
method,

p= 1Max (a; + 8)

<i<n

We assume g < 1. Then define

7 = Max A (8.6.17)
1<i<n 1 — @,
From (8.6.16),
e < afjet™ VY, + Blle™,, i=1,...n  (8618)

Let k be a subscript for which

et )|, = [ef™" V]
Then with i = k in (8.6.18),
fle* My, < arlle™* Mg + Bille™ Ml

B

lle®™ Dl < 1 e Mg

- a

and thus
flet™* Mg < mifet™ (8.6.19)
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Table 8.4 Numerical results for the Gauss~Seidel method

m x{m x{m xim el Ratio
0 0 0 0 1

1 14 N 1.026 4 4

2 1.063400 1.020480 987516 6.34E — 2 16

3 995104 995276 1.001907 4.90E - 3 077
4 1.001227 1.000817 999632 1.23E-3 25

S .999792 999848 1.000066 2.08E — 4 17 -
6 1.000039 1.000028 999988 390E -5 19

Since for each i,

B; _ di[l - (ai + B.)] S Q;

a; 1-a 1=

(ai+Bi)-1 a.[l_#]ZO

we have

n<p<l (8.6.20)

Combined with (8.6.19), this shows the convergence of e!™ — 0 as m — oo.
Also, the rate of convergence will be linear, but with a faster rate than with the
Jacobi method. :

Example Use the system (8.6.12) of the previous example, and solve it with the
Gauss—Seidel method. By a simple calculation from (8.6(.,17) and (8.6.12),

=24

The numerical results are given in Table 8.4. The speed of convergence is
significantly better than for the previous example of the Gauss—Jacobi method,
given in Table 8.3. The values of Ratio appear to converge to about .18.

General framework for iteration methods To solve Ax = b, form a split of A:
A=N-P (8.6.21)
and write Ax = b as

Nx=b+ Px (8.6.22)

The matrix N is chosen in such a way that the linear system Nz = f is “easily
solvable” for any f. For example, N might be diagonal, triangular, or tridiagonal.
Define the iteration method by

Nx(™*D = p 4 Px(™ >0 (8.6.23)

with x@ given.
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Example 1. The Jacobi method.
N = diag[a,y, ay,---, a,,] P=N-4

2. Gauss—Seidel method.

au 0 0
a a o --- 0

N=| 2 TR . (8.6.24)
a. a'

To analyze the error, subtract (8.6.23) from (8.6.22) to get
Ne(m+D) = pelm)
e = Me(™ M =N-1p (8.6.25)

By induction,

e™M=M"®  m>0 (8.6.26)

In order that e(™ — o0 as n — oo, for arbitrary initial guesses x@ (and thus
arbitrary e(@), it is necessary and sufficient that

M" -0 as m— oo

Or equivalently from Theorem 7.9,
r,(M) <1 (8.6.27)

This general framework for iteration methods is adapted from Isaacson and
Keller (1966, pp. 61-81). '

The condition (8.6.27) was derived earlier in (8.6.11) for the Gauss—Jacobi
method. For the Gauss-Seidel method the matrix N™'P, with N given by
(8.6.24), is more difficult to work with. We must examine the values of A for
which

det(AI-N"'P)=0
or equivalently,
det(AN-P) =0  (8.6.28)

For applications to the numerical solution of the partial differential equations
in Section 8.8, the preceding convergence analysis of the Gauss—Seidel method is
not adequate. The constants p and 7 of (8.6.5) and (8.6.17) will both equal 1,
although empirically the method still converges. To deal with many of these
systems, the following important theorem is often used.
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Theorem 8.7 Let A be Hermitian with positive diagonal elements. Then the
Gauss—Seidel method (8.6.15) for solving Ax = b will converge,
for any choice of x©@, if and only if 4 is positive definite.

Proof The proof is given in Isaacson and Keller (1966, pp. 70-71). For the
definition of a positive definite matrix, recall Problem 14 of Chapter 7.
The theorem is illustrated in Section 8.8. |

Other iteration methods The best iteration methods are based on a thorough
knowledge of the problem being solved, taking into account its special features in
the design of the iteration scheme. This usually includes looking at the form of
the matrix and the source of the linear system.

The matrix A may have a special form that leads to a simple iteration method.
For example, suppose 4 is of block tridiagonal form:

B, G 0
B
A= A,Z 2 G ] . (8.6.29)
0 A, B

The matrices A4,, B;, C; are square, of order m, and A is of order n = rm. For
x, b € R", write x and b in partitioned form as

X bq,
x=|: b=]: Xy by ER”
o bery
Then Ax = b can be rewritten as
le(l) + Clx(z) = b(l)
Axgoy+ Bxgy + Cxuy=b; 2<i<r~—1 (8.6.30)

Apxip_1y + Boxgy = by

We assume the linear systems
Bx,=d; 1<j<r (8.6.31)

are easily solvable, probably directly for all right sides d ;. For example, we
often have all B; = T, a constant tridiagonal matrix to which the procedure in
(8.3.20)—(8.3.24) can be applied. '

A Jacobi-type method can be applied to (8.6.30):

1) —
Bix{i™h = by, — Cix(g)
Bx{(hyD = by — Axy — Cxly  2<isr—-1 (8.6.32)

1)
B x{D = by — A,x{),
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for » > 0. The analysis of convergence is more complicated than for the
Gauss—Jacobi and Gauss-Seidel methods; some results are suggested in Problem
29. Similar methods are used with the linear systems arising from solving some
partial differential equations.

Another important aspect of solving linear systems Ax = b is to look at their
origin. In many cases we have a differential or integral equation, say

Ax =y (8.6.33)
where x and y are functions. This is discretized to give a family of problems
A,x, =y, x,y, ER (8.6.34)

with A, of order n. As n = oo, the solutions x, of (8.6.34) approach (in some
sense) the solution x of (8.6.33). Thus the linear systems in (8.6.34) are closely
related. For example, in some sense A ! = 4! for m and n sufficiently large,
even though they are matrices of different orders. This can be given a more
precise meaning, leading to ways of iteratively solving large systems by using the
solvability of lower order systems. Recently, many such methods have been
developed under the name of multigrid methods, with applications particularly to
partial differential equations {see Hackbusch and Trottenberg (1982)}. For itera-
tive methods for integral equations, see the related but different development in
Atkinson (1976, part II, chap. 4). Multigrid methods are very effective and
efficient iterative methods for differential and integral equations.

8.7 Error Prediction and Acceleration

From (8.6.25), we have the error relation
x—x""N=Mx-x") mx 0 (8.7.1)

The manner of convergence of x(™ to x can be quite complicated, depending on
the eigenvalues and eigenvectors of M. But in most practical cases, the behavior
of the errors is quite simple: The size of [[x — x™||_, decreases by approxi-
mately a constant factor at each step, and

flx = x™* DY, < ellx — x™, (8.72)

for some ¢ < 1, closely related to r,(M). To measure this constant c, note from
'(8.7.1) that

KmHD _(m) = p(m) _ p(mH D) = pga(m=1) _ pp(m)

XD x(m) = M(x0m — x(m=D) 50 ' (8.7.3)

This motivates the use of

Nt D — xmy

c= 1
flx ¢ — xtm=Dy

(8.7.4)
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Table 8.5 Example of Gauss—Seidel iteration

m Jutm) — glm=y Ratio Est. Error Error

20 1.20E - 3 .966 342E -2 3.09E ~ 2
21 1.16E -3 .966 32dE -2 2.98E — 2
22 1.12E-3 965 3.08E - 2 2.86E — 2
23 1.08E - 3 .965 293E -2 2.76E ~ 2
24 1.04dE -3 964 280E — 2 265E - 2
60 260E — 4 .962 6.58E — 3 6.58E — 3
61 250E — 4 .962 6.33E -3 6.33E -3
62 241E - 4 .962 6.09E — 3 6.09E - 3

or for greater safety, the maximum of several successive such ratios. In many
applications, this ratio is about constant for large values of m. ‘

Once this constant ¢ has been obtained, and assuming (8.7.2), we can bound
the error in x{"*1 by using (8.5.13):

flx — x D), < flx ™D — X, (8.7.5)

_ l1-c¢
This bound is important when ¢ = 1 and the convergence is slow. In that case,
the difference [|x(™*D — x(™|j_ can be much smaller than the actual error

flx — x =Y

Example The linear system (8.8.5) of Section 8.8 was solved using the
Gauss—Seidel method. In keeping with (8.8.5), we denote our unknown vector by
u. In (8.8.4), the function f = x2y2, and in (8.8.5), the function g = 2(x2 + y?).
The region was 0 < x, y <1, and the mesh size in each direction was & = .
This gave an order of 225 for the linear system (8.8.5). The initial guess u® in the
iteration was based on a “bilinear” interpolant of f= x2y? over the region
0 < x, y < 1[see (8.8.17)]. A selection of numerical results is given in Table 8.5.
The column Ratio is calculated from (8.7.4), the column Est. Error uses (8.7.5),
and the column Error is the true error [ju — u‘™)_. 4 , '

As can be seen in the table, the convergence was quite slow, justifying the
need for (8.7.5) rather than the much smaller [ju — 4™ =~ V.. As m — =, the
value of Ratio converges to .962, and the error estimate (8.7.5) is an accurate
estimator of the true iteration error.

Speed of convergence We now discuss how many iterates to calculate in order
to obtain a desired error. And when is iteration preferable to Gaussian elimina-
tion in solving Ax = b? We find the value of m for which

x = x, < eflx — O, (8.7.6)

with € a given factor by which the initial error is to be reduced. We base the
analysis on the assumption (8.7.2). Generally the constant ¢ is almost equal to
r,(M), with M as in (8.7.1). .
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The relation (8.7.2) implies
Ix = xC, <c™lx=x9), m=0 (8.7.7)
Thus we find the smallest value of m for which
| c"<e
Solving this, we must have

—Ine

R(c) ~

m> m* R(c)=-Inc (8.7.8)

Doubling R(c) leads to halving the number of iterates that must be calculated.

To make this result more meaningful, we apply it to the solution of a dense
linear system by iteration. Assume that the Gauss-Jacobi or Gauss—Seidel
method is being used to solve Ax = b to single precision accuracy on an IBM
mainframe computer, that is, to about six significant digits. Assume x©@ = 0, and
that we want to find m such that

llx — x,

<107¢=¢ 8.7.9
1*lfeo (879)

Assuming A4 has order n, the number of operations (multiplications and divi-
sions) per iteration is n2 To obtain the result (8.7.9), the necessary number of
iterates is

. 6In,10

" T R()

and the number of operations is

nZ

m*n? = (61n,10) 0]

If Gaussian elimination is used to solve Ax = b with the same accuracy, the
number of operations is about n3/3. The iteration method will be more efficient
than the Gaussian elimination method if

n3

mn® < 7,

n
m* < (8.7.10)

Example Consider a matrix A of order n = 51. Then iteration is more efficient
if m* < 17. Table 8.6 gives the values of m* for various values of ¢. For ¢ < .44,
the iteration method wiil be more efficient than Gaussian elimination. And if less
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Table 8.6 Example of iteration count

c R(c) m*
9 105 131
8 223 62
.6 511 27
4 916 15
2 1.61 9

than full precision accuracy in (8.7.9) is desired, then iteration will be more
efficient with even larger values of c¢. In practice, we also will usually know an
initial guess x©@ that is better than x® = 0, further decreasing the number of
needed iterates.

The main use of iteration methods is for the solution of large sparse systems,
in which case Gaussian elimination is often not possible. And even when
elimination is possible, iteration may still be preferable. Some examples of such
systems are discussed in Section 8.8.

Acceleration methods Most iteration methods have a regular pattern in which
the error decreases. This can often be used to accelerate the convergence, just as
was done in earlier chapters with other numerical methods. Rather than giving a
general theory for the acceleration of iteration methods for solving Ax = b, we
just describe an acceleration of the Gauss—Seidel method. This is one of the main
cases of interest in applications. .

Recall the definition (8.6.15) of the Gauss—Seidel method. Introduce an
acceleration parameter w, and consider the following modification of (8.6.15):

1 i—1 n
Z§m+1) = —{b, _ Z aijx}m+1) _ Z aijxj(m)}
ay j=1 j=i+l

x(MD = ozm*D 4 (1 - w)x{™  i=1,...,n (8.7.11)

for m = 0. The case w = 1 is the regular Gauss—Seidel method. The acceleration
is to optimally choose some linear combination of the preceding iterate and the
regular Gauss-—Seidel iterate. The method (8.7.11), with an optimal choice of w, is
called the SOR method, which is an abbreviation for successive overrelaxation, an
historical term. '

To understand how w should be chosen, we rewrite (8.7.11) in matrix form.
Decompose A as

A=D+L+U

with D = diag[a,,,..., a,,, L lower triangular, and U upper triangular, with
both L and U having zeros on the diagonal. Then (8.7.11) becomes

z(m+1) = D—l[b _ Lx(m+1) — Ux(m)]

xD = zm+D 4 (1 - u)x™ m>0



556 NUMERICAL SOLUTION OF SYSTEMS OF LINEAR EQUATIONS

Eliminating z(™*! and solving for x("*1),
[1 + wD"lL]x(’"‘H) = wD—lb + [(1 _ (.0)1 _ wD—lU]x(m)

For the error,

e = M(w)e!™ m>0 (8.7.12)
M(@) = [I+ wD'L]1 (1 - 0)I — oD~ U] (8.7.13)

The parameter « is to be chosen to minimize r,(M(w)), in order to make x(™
converge to x as rapidly as possible. Call the optimal value w*.

The calculation of o* is difficult except in the simplest of cases. And usually it
is obtained only approximately, based on trying several values of w and observ-
ing the effect on the speed of convergence. In spite of the problem of calculating
«*, the resulting increase in the speed of convergence of x‘™ to x is very
dramatic, and the calculation of w* is well worth the effort. This is illustrated in
the next section.

Example We apply the acceleration (8.7.11) to the preceding example of the
Gauss—Seidel method, given following (8.7.5). The optimal acceleration parame-
ter is w* = 1.6735. A more extensive discussion of the SOR method for solving
the linear systems arising in solving partial differential equations is given in the
following section. The initial guess was the same as before. The results are given
in Table 8.7.

The results show a much faster rate of convergence than for the Gauss—Seidel
method. For example, with the Gauss—Seidel method, we have |ju — u®®)|_ =
9.70E — 6. In comparison, the SOR method leads to |ju — u®?)| = 8.71E — 6.
But we have lost the regular behavior in the convergence of the iterates, as can be
seen from the values of Ratio. The value of ¢ used in the error test (8.7.5) needs
to be chosen more carefully than our choice of ¢ = Ratio in the table. You may
want to use an average or the maximum of several successive preceding values of

Ratio.

Table 8.7 Example of SOR method (8.7.11)

m flutm™ = gm=by Ratio Est. Error Error
21 2.06E — 4 693 465E — 4 3.64E — 4
22 135E—4 657 2.59E — 4 265E - 4
23 8.76E — 5 648 1.61E— 4 1.87E — 4
24 511E~ 5 584 T1TE -5 1.39E - 4
25 . 348E - 5 .680 740E — 5 1.06E — 4
26 278E — 5 800 . 1.11E - 4 8.04E - 5
27 246E - 5 .884. 1.87E — 4 6.15E - 5

28 207E-5 .842 1.11IE—- 4 416E - 5
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8.8 The Numerical Solution of Poisson’s Equation

The most important application of linear iteration methods is to the large linear
systems arising from the numerical solution of partial differential equations by
finite difference methods. To illustrate this, we solve the Dlnchlet problem for
Poisson’s equation on the unit square in the xy-plane:

d%u N 3%u ( ) 0 ;
— TS =8 X,y <X, y <
x> 9y’ (8.8.1)

u(x, y) =f(x,y) (x, y) a boundary point

The functions g(x, y) and f(x, y) are given, and we must find u(x, y).
For N > 1, define A = 1/N, and

(%, 7) = (jh, kh) 0<j, k<N

These are called the grid points or mesh points (see Figure 8.1). To approximate
(8.8.1), we use approximations to the second derivatives. For a four times
continuously differentiable function G(x) on [x — h, x+ h], the results
(5.7.17)—(5.7.18) of Section 5.7 give

G(x +h) - 2G(x) + G(x — h)
h2

G"(x) =
(8.8.2)

hZ
—EG“‘)(g) x—h<f(<x+h

When applied to (8.8.1) at each interior grid point, we obtain

u(xj+l’ }’k) ‘2“(-",” )’k) + u(xj—l’ )’k) + “(xﬂ }’k+1) _21‘(7‘}, )’k)'*' u(xj, yk—l)

h? h?
B (9%l 3) | 0%u(x,m)
4 — J
g(xj7 yk) 12 { axd ay4 } (8'83)

forsome x;_; <E<x;,0, Y1 SN<Ypep 1<, k<N-1L
- For the numerlcal approx1matlon u,(x, y) of (8.8.1), let

() 7)) = f(x50 yi) (x5 7i) a boundary grid point ~ (8.8.4)

At all interior mesh points, drop the right-hand truncation errors in (8.8.3) and
solve for the approximating solution u,(x;, y,):

1 .
uh(xj’ Vi) = Z{uh(xj+1’ ¥i) + uh(xj’ Yisr) + uh('xj—lv Vi) + uh(xj, yk—l)}

h? _
- 78(xp)  1sjksN-1 (8.8.5)
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Yy

1

x

1

Figure 8.1 Finite difference mesh.

The number of equations in (8.8.4)—(8.8.5) is equal to the number of unknowns,

(N + 1)2

Theorem 8.8 For each N > 2, the linear system (8.8.4)—(8.8.5) has a unique
solution {u,(x;, y,)|0 <j, k < N}. If the solution u(x, y) of
(8.8.1) is four times continuously differentiable, then

Max |u(x;, y,) — u,(x;, )| < ch? (8.8.6)

O0<j, k<N
1 d%u(x, y) | 3%u(x, y)
c=— ax |———|+ M —_—
24 {()sx,ysl ax* l Osx,a;zxsl ayt

Proof 1. We prove the unique solvability of (8.8.4)—(8.8.5) by using Theorem
7.2 of Chapter 7. We consider the homogeneous system

Uh(xj’ )’k) = “li[”h(xj-w )’k) + vh(xj’ }’k+1) + Uh(xj—h )’k)
+o,(x o)) 1<jk<N-1 (88.7)
vi(x;,») =0 (x, y,) aboundary point . (8.8.8)

By showing that this system has only the trivial solution v,(x;, y,) = 0,
it will follow from Theorem 7.2 that the nonhomogeneous system
" (8.8.4)—(8.8.5) will have a unique solution.
Let

= oSlj'/.I%’;NU"(xj’ ve)

From (8.8.8), a > 0. Assume a > 0. Then there must be an interior grid
point (X;, y,) for which this maximum is attained. But using (8.8.7),
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v,(X;, ¥,) is the average of the values of v, at the four points neighbor-
ing (X;, y¢)- The only way that this can be compatible with (X;, y,)
being a maximum point is if v, also equals a at the four neighboring grid
points. Continue the same argument to these neighboring points. Since
there are only a finite number of grid points, we eventually have
v,(x;, y,) = a for a boundary point (x;, y,). But then a > 0 will con-
tradict (8.8.8). Thus the maximum of v,(x;, y,) is zero. A similar
argument will show that the minimum of v,(x;, y,) is also zero. Taken
together, these results show that the only solution of (8.8.7)—(8.8.8) is

U;,(Xj, yk) = 0.
2. To consider the convergence of u,(x;, y,) to u(x;, y,), define
eh(xj’ }’k) = u(xj’ yk) - uh(xj’ )’k)

Subtracting (8.8.5) from (8.8.3), we 6btain
1
eh(xj’ Yi)= 7 [eh(xj+1’ Vi) +eh(xja Yee1) + eh(xj-h Vi) + eh(xj’ }’k-1)]

ﬁl_ _34u(§j’)’k) + a4u(xj:77k)

12 ax* ay* (8:89)

and from (8.8.4),
e (x;, 7.) =0  (x;, y) a boundary grid point  (8.8.10)
This system can be treated in a manner similar to that used in part (1),
and the result (8.8.6) will follow. Because it is not central to the
discussion of the linear systems, the argument is omitted [see Isaacson

and Keller (1966), pp. 447-450]. ]

Example Solve

3’y 0*u
et 0 Osxmysl (8.8.11)

u(0, y) = cos(my)  u(l, y) =e"cos(my)
u(x,0) = e™ u(x,1) = —e™
The true solution is
| u(x, y) = e™cos(wy)

Numerical results for several values of N are given in Table 8.8. The error is the
maximum over all grid points, and the column Ratio gives the factor by which
the maximum error decreases when the grid size & is halved. Theoretically from
(8.8.6), it should be 4.0. The numerical results confirm this.
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Table 8.8 Numerical solution

of (8.8.11)
N lu — uyll, Ratio
4 144
8 .0390 3.7
16 .0102 38
32 .00260 3.9
64 .000654 40

Iterative Solution Because the Gauss—Seidel method is generally faster than the
Gauss—Jacobi method, we only consider the former. For k =1,2,..., N — 1,
define

1
u}l’"“)(xj, )’k) = Z[ul(rm)('xj+l’ )’k) + “gm)(xj» }’k+1) + u£m+1)(xj—lv )’k)

h2
+ufm+D(x,, yk—l)] - Tg(xj, y) Jj=12,...,N—-1 (88.12)

For boundary points, use

“l(.m)(xp Vi) =f(xj’ V) allm >0

The values of uf"*P(x;, y,) are computed row by row, from the bottom row of
grid points first to the top row of points last. And within each row, we solve from
left to right.

For the iteration (8.8.12), the convergence analysis must be based on Theorem
8.7. It can be shown easily that the matrix is symmetric, and thus all eigenvalues
are real. Moreover, the eigenvalues can all be shown to lie in the interval
0 <A < 2. From this and Problem 14 of Chapter 7, the matrix is positive
definite. Since all diagonal coefficients of the matrix are positive, it then follows
from Theorem 8.7 that the Gauss—Seidel method will converge. To show that all
eigenvalues lie in 0 < A < 2, see Isaacson and Keller (1966, pp. 458-459) or
Problem 3 of Chapter 9.

The calculation of the speed of convergence r,(M) from (8.6.28) is nontrivial.
The argument is quite sophisticated, and we only refer to the very complete
development in Isaacson and Keller (1966, pp. 463-470), including the material
on the acceleration of the Gauss—Seidel method. It can be shown that

r,(M)=1-a2n%+ 0(h*) (8.8.13)
The Gauss—Seidel method converges, but the speed of convergence is quite slow

for even moderately small values of h. This is illustrated in Table 8.5 of
Section 8.7. .
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To accelerate the Gauss—Seidel method, use

ngH)(xj, Vi) = [uﬁm)(xjﬂ, Ye) + “l(rm)(xj’ Yew1)

1

4
hZ

+u,‘,”’“)(xj-1,)’k) + u}""“)(xj, )’k—x)] - Tg(xj’ Vi)

“l(:MH)(xj; }'k) = "’Ugm“)(xj’ )’k)
+(1 - w)uf™(x;,») Jj=1,...,N-1 (8.8.14)

for k =1,..., N — 1. The optimal acceleration parameter is

L
1+ y1-¢2
1 - 2sin? | — 8.8.15
5—-—5111(2N) (8.8.15)
The correspondence rate of convergence is
r,(M(0*)) =w*—1=1=2h7 + O(h?) (8.8.16)

This is. a much better rate than that given by (8.8.13). The accelerated
Gauss—Seidel method (8.8.14) with the optimal value w* of (8.8.15) is known as
the SOR method. The name SOR is an abbreviation for successive overrelaxation,
a name that is based on a physical interpretation of the method, first used in
deriving it.

Example Recall the previous example (8.8.11). This was solved with both the
Gauss—Seidel method and the SOR method. The initial guess for the iteration
was taken to be the “bilinear™ interpolation formula for the boundary data f:

u(x, y) = (1 = x)f(0, y) + xf(1, y) + (1 — ¥) f(x,0) +yf(J_f, 1)
~{(1 = )1 = x)£(0,0) + (1 - y)x/(1,0)
+y(1 = x)£(0,1) + xyf(1,1)] (8.8.17)

at all interior grid points. The error test to stop the iteration was

— (™
1sj%§xw-1|"h(xj’yk) uf™ (3 ) | < €

with € > 0 given and the right-hand side of (8.7.5) used to predict the error in the
iterate. The numerical results for the necessary number of iterates are given in

Table 8.9. The SOR method requires far fewer iterates for the smaller values of 4
than.does the Gauss—Seidel method. '
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Table 8.9 Number of iterates necessary

to solve (8.8.5)

N € Gauss-Seidel SOR
8 .01 25 12
8 .001 40 16

16 001 142 32

32 .001 495 65
8 .0001 54 18

16 0001 201 35

32 .0001 733 71

Recall from the previous section that the number of iterates, called m*,
necessary to reduce the iteration error by a factor of ¢ is proportional to 1 /In (¢),
where ¢ is the ratio by which the iteration error decreases at each step. For the
methods of this section, we take ¢ = r (M). If we write r,(M) =1 — &, then

1 1 1
~Inr,(M) -In(1-8) &

When & is halved, the number of iterates to be computed is doubled. For the
Gauss—Seidel method, '

1 1
Inr,(M) «2h?

When 4 is halved, the number of iterates to be computed increases by a factor of
4. For the SOR method,

1 1
nr(M(w*)) 27h

and when A is halved, the number of iterates is doubled. These two results are
illustrated in Table 8.9 by the entries for ¢ = 1073 and ¢ = 10~%.

With either method, note that doubling N will increase the number of
equations to be solved by a factor of 4, and thus the work per iteration will
increase by the same amount. The use of SOR greatly reduces the resulting work,
although it still is large when N is large.

8.9 The Conjugate Gradient Method

The iteration method presented in this section was developed in the 1950s, but
has gained its main popularity in more recent years, especially in solving linear
systems associated with the numerical solution of linear partial differential
equations. The literature on the conjugate gradient method (CG method) has
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become quite large and sophisticated, and there are numerous connections to
other topics in linear algebra. Thus, for reasons of space, we are able to give only
a brief introduction, defining the CG method and stating some of the principal
thecretical results concerning it.

The CG method differs from earlier methods of this chapter, in that it is based
on solving a nonlinear problem; in fact, the CG method is also a commonly used
method for minimizing nonlinear functions. The linear system to be solved,

Ax=b (8.9.1)

is assumed to have a coefficient matrix A that is real, symmetric, and positive
definite. The solution of this system is equivalent to the minimization of the

function

f(x)=ix"4x-b"x xeR" (8.9.2)

The unique solution x* of Ax = b is also the unique minimizer of f(x) as x
varies over R”. To see this, first show

f(x) = E(x) — 167x*
(8.9.3)
E(x) = 1(x* — x) A(x* — x)

Using Ax* = b, the proof is straightforward. The functions E(x) and f(x) differ
by a constant, and thus they will have the same minimizers. By the positive
definiteness of 4, E(x) is minimized uniquely by x = x*, and thus the same is
true of f(x).

A well-known iteration method for finding a minimum for a nonlinear
function 1s the method of steepest descent, which was introduced briefly in Section
2.12. For minimizing f(x) by this method, assume that an initial guess x, is
given. Choose a path in which to search for a new minimum by looking along the
direction in which f(x) decreases most rapidly at x,. This is given by g, =
—V/f(x,), the negative of the gradient of f(x) at x,:

8(xo) = go=b — 4x, (8.9.4)
Then solve the one-dimensional minimization problein

Min f(xy+ agg)

0<a<om
calling the solution ;. Using it, define the new iterate
X, = Xxg+ ;8 . (8.9.5)

Continue this process inductively. The method of steepest descent will converge,
but the convergence is generally quite slow. The optimal local strategy of using a
direction of fastest descent is not a good strategy for finding an optimal direction
for finding the global minimum. In comparison, the CG method will be more
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rapid, and it will take no more than'n iterates, assuming there are no rounding

erTors.
For the remainder of this section, we assume the given initial guess is x, = 0.
If it is not, then we can always solve the modified problem

Az = b — Ax,

Denoting its solution by z*, we have x* = x, + z*. Aninitial guessof z* =z, = 0
corresponds to x* = x, in the original problem. Henceforth, assume x, = 0.

Conjugate direction methods Assuming A4 is n X n, we say a set of nonzero
vectors py, ..., p, in R" is A-conjugate if

piAp;=0 1<i,j<n i#j (8.9.6)

The vectors p; are often called conjugate directions. An equivalent geometric
definition can be given by introducing a new inner product and norm for R";

(x, y) 4 = x"dy

lxlle = Y(x, x) 4 = x €R"

The condition (8.9.6) is equivalent to requiring p,,..., p, to be an orthogonal
basis for R” with respect to the inner product (-, -),. Thus we also say that
{p.-.-, P,} are A-orthogonal if they satisfy (8.9.6). With the norm | - || ,, the
function E(x) of (8.9.3) is seen to be

(8.9.7)

E(x) = Hlx* — x|| (8.9.8)

which is more clearly a measure of the error x — x*. The relationship of |jx|l,
and ||xl| 4 is further explored in Problem 36.

Given a set of conjugate directions {p,,..., p,}, it is straightforward to solve
Ax = b. Let

' X‘ = alpl + o +anpn
Using (8.9.6), '
piAx*  plb

a = = k=1,...,n (8.9.9)
“" plAp,  piAp,

We use this formula for x* to introduce the conjugate direction iteration method.
Let x, =0,

X,=opy+-+aup, 1<ks<n (8.9.10)

Introduce
rn=>b-Ax,= —=vf(x,)
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the residual of x, in Ax = b. Easily, r, = b and
Xp =Xy ¥ apy  re=rei—adp,  k=1,...,n (89.11)

For k = n, we have x, = x* and r, = 0, and x, may equal x* with a smaller
value of k. ’

Lemma 1 The term r, is orthogonal to p,, ..., py, thatis, rip,; = 0,1 < i < k.
We leave the proof to Problem 37.

Lemma 2 (a) The minimization problem

Min f(xk-l + aPk)

—o<a< oo

is solved uniquely by a = a,, yielding f(x,) as the minimum.

(b) Let %, = Span{p,,..., p,}, the k-dimensional subspace gen-
erated by { p,.-..., ps}- Then the problem

Min f(x)

x5
is uniquely solved by x = x, yielding the minimum f(x,).
Proof (a) Expand ¢(a)=f(x,_; + ap,):
p(a) = f(x,_q) + apidx,_; + 3e°piAp, — ab’p,
The term plAx,_, equals 0, because x,_, € %,_; and p, is A4-
orthogonal to %, _,. Solve ¢’(a) = 0, obtaining @ = a,, to complete the
proof.
(b) Expand f(x, + h), for any h € &:
flxe +h) =f(x,) + h"Ax, + Lh74h — K™D
= f(x;) + th"Ah — h"r,
By Lemma 1 and the assumption h € &,, it follows that h'r, = 0. Thus
fCxp + h) = f(x) + 3h"4h = f(x,)

since A is positive definite. The minimum is-attained uniquely in %, by
letting A = 0, proving (b). | ]

Lemma 2 gives an optimality property for conjugate direction methods,
defined by (8.9.11) and (8.9.9). The problem is knowing how to choose the
conjugate directions { p;}. There are many possible choices, and some of them
lead to well-known methods for directly solving Ax = b [see Stewart (1973b)].
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The conjugate gradient method We give a way to simultaneously generate the
directions { p,} and the iterates {x,}. For the first direction p,, we use the
steepest descent direction:

p=—Vf(xo)=ry="b (8.9.12)

since x5 = 0, An inductive construction is given for the remaining directions.
Assume Xx,,...,x, have been generated, along with the conjugate directions
P1>---» Pi- A new direction p, ., must be chosen, one that is A-conjugate to
Pis---» Pi- Also, assume x, # x*, and thus r, # 0; otherwise, we would have the
solution x* and there would be no point to proceeding.

By Lemma 1, r, is orthogonal to %, and thus r, does not belong to %,. We
use r, to generate p,.,, choosing a component of r,. For reasons too com-
plicated to consider here, it suffices to consider

Pesr ="+ Brar by (8.9.13)
Then the condition plAp,,, = 0 implies
' T
PiAr,
- -5 8.9.14
Bis P Ap, (8.9.14)

The denominator is nonzero since A is positive definite and p, # 0. It can be
shown [Luenberger (1984), p. 245] that this definition of p, ., also satisfies

PHAp =0  j=12,... k-1 (8.9.15)

thus showing { p,,..., P41} IS A-conjugate.

The conjugate gradient method consists of choosing { p,} from (8.9.12)-
(8.9.14) and {x,, r,} from (8.9.11) and (8.9.9). Ignoring rounding errors, the
method converges in n or fewer iterations. The actual speed of convergence
varies a great deal with the eigenvalues of A. The error analysis of the CG

method is based on the following optimality result.

Theorem 8.9 The iterates {x,} of the CG method satisfy

flx* — x|, = Min ||x* - Q(A)b“A (8.9.16)
deg(g)<k

Proof For g(A) a polynomial, the notation g(A) denotes the matrix expression
with each power XN replaced by 4/. For example,

‘1()\) =ag+aA+ az>\2 = g(A)=ayl+ a; A+ a2A2

, The proof of (8.9.16) is given in Luenberger (1984, p. 246). u

Using this theorem, a number of error results can be given, varying with the
properties of the matrix A. For example, let the eigenvalues of 4 be denoted by

0<A < --- <A,  (8947)
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repeated according to their multiplicity, and let v,,..., v, denote a corresponding
orthonormal basis of eigenvectors. Using this basis, write

x*= Y ey b=Ax*= ) ¢y (8.9.18)

Jj=1 J=1
Then

n

q(A)b =2 ¢\ ;a(A;)y;

Jj=1

n 172
b -t = | £ -na)| o)

Any choice of a polynomial g(A) of degree < k will give a bound for {[x* — x,|{ .
One of the better known bounds is

. 1-—ve |* . '
It = xidhe < 2| 7= | 17 (8.9.20)

_with ¢ = A, /A, the reciprocal of the condition number cond(A4),. This is a
conservative bound, implying poor convergence for ill-conditioned problems. Its
proof is sketched in Luenberger (1984, p. 258, prob. 10). Other bounds can be
derived, based on the behavior of the eigenvalues {A;} and the coefficients c; of
(8.9.18). In many applications in which the A; vary greatly, it often happens that
the ¢; for the smaller A; are quite close to zero. Then the formula in (8.9.19) can
be manipulated to give an improved bound over that in (8.9.20). In other cases,
the eigenvalues may coalesce around a small number of values, and then (8.9.19)
can be used to show convergence with a small k. For other results, see Luen-
berger (1984, p. 250), Jennings (1977), and van der Sluis and van der Vorst
(1986).

The formulas for {a s B;} in defining the CG method can be further modified,
to give simpler and more efficient formulas. We incorporate those into the
following.

Algorithm CG (A, b, x, n)

1. Remark: This algorithm calculates the solution of Ax = b usmg
the conjugate gradient method. .

2. x0=0, ry= Q, Po=10

3. Fork=0,...,n—1,do through. step 7.
4. If r, =0, then set x = x, and exit.

5. For k=0, B;:=0; and

e »T /T
for k>0, By =rir/ri_ir._..
Py =n+ Bk+1pk‘
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S T
6. o= /Prvi APk
Xpp1 ™= X+ 0 1Py
Feerp =b— Ax, 4

7. End loop on k.
8. = x, and exit.

This algorithm does not consider the problems of using finite precision
arithmetic. For a more complete algorithm, see Wilkinson and Reinsch (1971,
pp. 57-69).

Our discussion of the CG method has followed closely that in Luenberger
(1984, chap 8). For another approach, with more geometric motivation, see
Golub and Van Loan (1983, sec. 10.2). They also have extensive references to the
literature.

Example As a simpleminded test case, we use the order five matrix

(8.9.21)

RN

il
=W AW
N W H A
WhHW»vAW
AW
(VR S

The smallest and largest eigenvalues are A, = .5484 and A5 = 17.1778, respec-
tively. For the error bound (8.9.20), ¢ = .031925, and

L=Ve . o
1+
For the linear system, we chose

b = [7.9380,12.9763,17.3057,19.4332, 18.4196]T

which leads to the true solution

x* = [-0.3227,0.3544,1.1010, 1.5705,1.6897] "

Table 8.10  Example of the conjugate gradient method
7Nl - Xl llx — x4l Bound (8.9.20)

k

1 4.27 805E -1 2.62 12.7
2 898E — 2 709E — 2 131E-1 8.83
3
4
5

2758 — 3 3.69E — 3 478E - 3 6.15
7.59E — 5 1.38E — 4 1.66E — 4 429
=0 =0 =0 2.99
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The results from using CG are shown in Table 8.10, along with the error bound
in (8.9.20). As stated earlier, the bound (8.9.20) is very conservative.

The residuals decrease, as expected. But from the way the directions { p, } are
constructed, this implies that obtaining accurate directions p, for larger k will
likely be difficult because of the smaller number of digits of accuracy in the
residuals r,. For some discussion of this, see Golub and Van Loan (1983, p. 373),
which also contains additional references to the literature for this problem.

The preconditioned conjugate gradient method The bound (8.9.20) indicates or
seems to imply that the CG iterates can converge quite slowly, even for methods
with a moderate condition number such as cond (4), = 1/c = 100. To increase
the rate of convergence, or at least to guarantee a rapid rate of convergence, the
problem Ax = b is transformed to an equivalent problem with a smaller condi-
tion number. The bound in (8.9.20) will be smaller, and one expects that the
iterates will converge more rapidly.
For a nonsingular matrix Q, transform Ax = b by

(Q7u4Q ") (Qx) =07 (8.9.22)
with 0~7 = (07)~1. Write
A=0"40" T x%=0x b=Q7 (8.9.23)

Then (8.9.22) is simply A% = b. The matrix Q is to be chosen so that cond (4), is
significantly smaller than gond(ff)z. The actual CG method is not applied
explicitly to solving AX = b, but rather the algorithm CG is modified slightly.
For the resulting algorithm when Q is symmetric, see Golub and Van Loan
(1983, p. 374).

Finding Q requires a careful analysis of the original problem Ax = b, under-
standing the structure of A4 in order to pick Q. From (8.9.23),

A=0407

with A to be chosen with eigenvalues near 1 in magnitude. For example, if 4 is
about the identity I, then 4 = QQ7. This decomposition could be accomplished
with a Cholesky triangular factorization. Approximate Cholesky factors are used
in defining preconditioners in some cases. For an introduction to the problem of
selecting preconditioners, see Golub and Van Loan (1983, sec. 10.3) and Axelson
(1985).

Discussion of the Literature

The references that have most influenced the presentation of Gaussian elimina-
tion and other topics in this chapter are the texts of Forsythe and Moler (1967),
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Golub and Van Loan (1983), Isaacson and Keller (1966), and Wilkinson (1963),
(1965), along with the paper of Kahan (1966). Other very good general treatments
are given in Conte and de Boor (1980), Noble (1969) Rice (1981), and Stewart
(1973a). More elementary introductions are given in Anton (1984) and Strang
(1980).

The best codes for the direct solution of both general and specxal forms of
linear systems, of small to moderate size, are based on those given in the package
LINPACK, described in Dongarra et al. (1979). These are completely portable
programs, and they are available in single and double precision, in both real and
complex arithmetic. Along with the solution of the systems, they also can
estimate the condition number of the matrix under consideration. The linear
equation programs in IMSL and NAG are variants and improvements of the
programs in LINPACK.

Another feature of the LINPACK is the use of the Basic Linear Algebra
Subroutines (BLAS). These are low-level subprograms that carry out basic vector
operations, such as the dot product of two vectors and the sum of two vectors.
These are available in Fortran, as part of LINPACK; but by giving assembly
language implementations of them, it is often possible to significantly improve
the efficiency of the main LINPACK programs. For a more general discussion of
the BLAS, see Lawson et al. (1979). The LINPACK programs are widely
available, and they have greatly influenced the development of linear equation
programs in other packages.

There is a very large literature on solving the linear systems arising from the
numerical solution of partial differential equations (PDEs). For some general
texts on the numerical solution of PDEs, see Birkhoff and Lynch (1984), Forsythe
and Wasow (1960), Gladwell and Wait (1979), Lapidus and Pinder (1982), and
Richtmyer and Morton (1967). For texts devoted to classical iterative methods
for solving the linear systems arising from the numerical solution of PDEs, see
Hageman and Young (1981) and Varga (1962). For other approaches of more
recent interest, see Swarztrauber (1984), Swarztrauber and Sweet (1979), George
and Liu (1981), and Hackbusch and Trottenberg (1982).

The numerical solution of PDEs is the source of a large percentage of the
sparse linear systems that are solved in practice. However, sparse systems of large
order also occur with other applications [e.g., see Duff (1981)]. There is a large
variety of approaches to solving large sparse systems, some of which we"discussed
in Sections 8.6-8.8. Other direct and iteration methods are available, depending
on the structure of the matrix. For a sample of the current research in this very
active area, see the survey of Duff (1977), the proceedings of Bjorck et al. (1981),
Duff (1981), Duff and Stewart (1979), and Evans (1985), and the texts of George
and Liu (1981) and Pissanetzky (1984). There are several software packages for
the solution of various types of sparse systems, some associated with the
preceding books. For a general index of many of the packages that are available,
see the compilation of Heath (1982). For iteration methods for the systems
associated with solving partial differential equations, the books of Varga (1962)
and Hageman and Young (1981) discuss many of the classical approaches.

Integral equations lead to dense linear systems, and other types of iteration
methods have been used for their solution. For some quite successful methods,
see Atkinson (1976, part 11, chap. 4).
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The conjugate gradient method dates to Hestenes and Stiefel (1952), and its
use in solving integral and partial differential equations is still under develop-
ment. For more extensive discussions relating the conjugate direction method to
other numerical methods, see Hestenes (1980) and Stewart (1973b). For refer-
ences to the recent literature, including discussions of the preconditioned con-
jugate gradient method, see Axelsson (1985), Axelsson and Lindskog (1986), and
Golub and Van Loan (1983, secs. 10.2 and 10.3). A generalization for nonsym-
metric systems is proposed in Eisenstat et al. (1983).

One of the most important forces that will be determining the direction of
future research in numerical linear algebra is the growing use of vector and
parallel processor computers. The vector machines, such as the CRAY-2, work
best when doing basic operations on vector quantities, such as those specified in
the BLAS used in LINPACK. In recent years, there has been a vast increase in
the availability of time on these machines, on newly developed nationwide
computer networks. This has changed the scale of many physical problems that
can be attempted, and it has led to a demand for ever more efficient computer
programs for solving a wide variety of linear systems. The use of parallel
computers is even more recent, and only in the middle to late 1980s have they
become widespread. There is a wide variety of architectures for such machines.
Some have the multiple processors share a common memory, with a variety of
possible designs; others are based on each processor having its own memory and
being linked in various ways to other processors. Parallel computers often lead to
quite different types of numerical algorithms than those we have been studying
for sequential computers, algorithms that can take advantage of several concur-
rent processors working on a problem. There is little literature available, although
that is changing quite rapidly. As a survey of the solution of the linear systems
associated with partial differential equations, on both vector and parallel com-
puters, see Ortega and Voigt (1985). For a proposed text for the solution of linear
systems, see Ortega (1987).
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Problems

1. Solve the following systems Ax = b by Gaussian elimination without
pivoting. Check that 4 = LU, as in (8.1.5).

1 1 -1 1
(@ 4= 1 2 =2 b=10
| -2 1 1 1
(4 3 2 1 1.
_13 4 3 2 _ 1
b 4=15 45 3 3 b -1
1 2 3 4 -1
[ 1 -1 1 -1 0
-1 3 -3 3 _| 2
© 4=| 5 _4 7 -7 b=1_3
| -3 7 -10 14 8

2. Consider the linear system
6x, + 2x, + 2xy3 = -2
2x 4+ x4+ xy =1
X, +2x;— x3=0,
and verify its solution is

x,=26 x,=-38 x3=—50

(a) Using four-digit floating-point decimal arithmetic with rounding, solve
the preceding system by Gaussian elimination without pivoting.
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(b) Repeat part (a), using partial pivoting. In performing the arithmetic
operations, remember to round to four significant digits after each
operation, just as would be done on a computer.

(a) Implement the algorithms Factor and Soive of Section 8.2, or imple-
ment the analogous programs given in Forsythe and Moler (1967,
chaps. 16 and 17).

() To test the program, solve the system Ax = b of order n, with
A =[a,;] defined by

a;; = Max(i, j)

Also define b =[1,1,...,1]?. The true solution is x =
[0,0,...,0,(1/n)]". This matrix is taken from Gregory and Karney

(1969, p. 42).
Consider solving the integral equation

i
Ax(s) — JU cos(ms)x(t)dt = 1 0=s=1

by discretizing the integral with the midpoint numerical integration rule
(5.2.18). More precisely, let n >0, h=1/n,t,= (i — })hfori=1,..., n.
We solve for.approximate values of x(1;),...,x(t,) by solving the linear
system : '

n
Az;— Y heos(m;)z; =1 i=1,...,n
j=1

Denote this linear system by (AJ — K,)z = b, with K, of order n X n,
(K")‘f=h'°°5(”fi'j) =1 l1<i,j<n

For sufficiently large n, z; = x(¢;), 1 < i < n. The value of A is nonzero,
and it is assumed here to not be an eigenvalue of X,,.

Solve (A — K,)z = b for several values of n, say n = 2,4, 8,16, 32, 64,
and print the vector solutions z. If possible, also graph these solutions, to
gain some idea of the solution function x(s) of the orginal integral
equation. Use A = 4,2, 1, .5, '

(a) Consider solving Ax = b, with 4 and b complex and order (4) = n.
Convert this problem to that of solving a real square system of order
2n. Hint: Write A = A4, + id,, b= b, + ib,, x = x| + ix,, with
A, 4, by, by, x4, x5 all real. Determine equations to be satisfied by
x, and x,.

~ (b) Determine the storage requirements and the number of operations for

the method in (a) of solving the complex system Ax = b. Compare
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these results with those based on directly solving Ax = b using
Gaussian elimination and complex arithmetic. Note the greater ex-
pense of complex arithmetic operations.

6. Let A, B, C be matrices of orders m X n,n X p, p X g, respectively. Do an
operations count for computing A(BC) and (AB)C. Give examples of
when one order of computation is preferable over the other.

7. {(a) Show that the number of multiplications and divisions for the
Gauss—Jordan method of Section 8.3 is about in>.

(b) Show how the Gauss—Jordan method, with partial pivoting, can be
used to invert an n X n matrix within only n(n + 1) storage loca-
tions. Can complete pivoting be used?

8. Use either the programs of Problem 3(a) or the Gauss—Jordan method to
invert the matrices in Problems 1 and 3(b).

9. Prove that if A = LL” with L real and nonsingular, then A4 is symmetric
and positive definite.

10. Using the Choleski method, calculate the decomposition 4 = LLT for
15 -18 15 -3

225 -30 45
@ (-30 50 -100] @ “}? _fg _}g _‘;
45 ~100 340 23 4 -1 ]

11. Let A4 be nonsingular. Let A = LU = LDM, with all /;;, m;; = 1, and D
diagonal. Further assume A is symmetric. Show that M = L7, and thus
A = LDLT. Show 4 is positive definite if and only if all d;; > 0.

12. Let A be real, symmetric, positive definite, and of order n. Consider solving
Ax = b using Gaussian elimination without pivoting. The purpose of this
problem is to justify that the pivots will be nonzero.

(a) Show that all of the diagonal elements satisfy a;; > 0. This shows that
a,; can be used as a pivot element.

(b) After elimination of x, from equations 2 through n, let the resulting
matrix A® be written as -

a;; 4 Oy,
ao= |0 A

. A(Z)

i :

Show that 4®-is symmetric and positive definite.



13.

14.

15.
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This procedure can be continued inductively to each stage of the
elimination process, thus justifying the existence of nonzero pivots at evéry
step. Hint: To prove A® is positive definite, first prove the identity

n n n ajl 2
. ) _ _ : P LA
) a,‘j)xixj = 2 a;x;x; = ay|x + )> 2.
i j=2 i, j=1 Jj=271

for any choice of x,, x,,..., x,. Then choose x, suitably.

As. another approach to developing a compact method for producing the
LU factorization of A, consider the following matrix-oriented approach.
Write
A=[A d} c,deR™! aeR
¢’ «a
and A square of order n — 1. Assume A is nonsingular. As a step in an

induction process, assume A=1Uis known, with A nonsingular. Look
for A = LU in the form :

I: 0 ﬁ q] n—1
A= m,ge R €R
[mT 1 ] [ 0 v 7 Y
Show that m, g, and y can be found, and describe how to do so. (This
method is applied to an original A, factoring each principal submatrix in

the upper left comer, in increasing order.)

Using the algorithm (8.3.23)—(8.3.24) for solving tridiagonal systems, solve
Ax = b with

2 -1 0 0 0 3
1 2 -1 0 0 - -2
A=10 1 2 -1 0 b= 2
0 0 1 2 -1 -2
0 0 0 1 2 1

Check that the hypotheses and conclusions of Theorem 8.2 are satisfied by
this example.

Define the order n tridiagonal matrix

2 -1 0 --- 0
-1 2 -1 0

A = 0 -1 2 -1
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16.

17.

18.

19.

20.

21.

Find a general formula for A, = LU. Hint: Consider the cases n = 3,4, 5,
and then guess the general pattern and venfy it.

Write a subroutine to solve tridiagonal systems using (8.3.23)-(8.3.24).
Check it using the examples in Problems 14 and 15. There are also a
number of tridiagonal systems in Gregory and Karney (1969, chap. 2) for
which the true inverses are known.

There are families of linear systems 4, x = b in which 4, changes in some
simple way into a matrix 4, ,,, and it may then be simpler to find the LU
factorization of 4, ,, by modifying that of 4,. As an example that arises in
the simplex method for linear programming, let 4, =[ay,...,a,] and
Ay =lay-.., a,), with all a; € R". Suppose 4, = L,U; is known, with
L, lower triangular and U, upper triangular. Find a simple way to obtain
the LU factorization A, = L,U, from that for 4,, assuming pivoting is not
needed. Hint: Using Liu; = a;, 1 < i < n, write

A, = Ll[uz, Us,...U,, Ll_lanﬂ] = LU

Show that U can be simply modified into an upper triangular form U,, and
that this corresponds to the conversion of L, into the desired L,. More
precisely, U, = MU, L, = L, M~". Show that the operation cost for obtain-
ing A4, = LU, is O(nz)

(a) Calculate the condition numbers cond (A) » P=12,00, for

_[100 99
=% &

(d) Find the eigenvalues and eigenvectors of A4, and use them to illustrate
the remarks following (8.4.8) in Section 8.4.

Prove that if A is unitary, then cond (A4), =1

Show that for every A4, the upper bound in (8.4.4) can be attained for
suitable choices of b and r. Hint: From the definitions of ||4]| and ||4 ™|

in Secnon 7.3, there are vectors £ and 7 for which ||4x|| = || 4] || X]| and
|4 =7 = |]JA Y| }F}l. Use this to complete the construction of equality in
the upper bound of (8.4.4).

The condition number cond ( 4), of (8.4.6) can be quite small for matrices
A that are ill-conditioned. To see this, define the n X n matrix

1 -1 -1 -1

o 1 -1 -1

Ag= K :
1 -1



22

25.
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Easily cond(4), = 1. Verify that 4! is given by the upper triangular
matrix B = [b, ], with b; = 1,

b.. = 2[—1‘—1

T, 1<j<n

Compute cond (4)..

As in Section 8.4, let H, =[1/(i + j — 1)] denote the Hilbert matrix of
order n, and let H, denote the matrix obtained when H, is entered into
your computer in single precision arithmetic. To compare H; ! and H, !,
convert H, to a double precision matrix by appending additional zeros to
the mantissa of each entry. Then use a double precision matrix inversion
computer program to calculate H_ ! numerically. This will give an accurate
value of H! to single precision accuracy, for lower values of n. After
obtaining H !, compare it with H, ', given in (8.4.13) or Gregory and
Kamey (1969, pp. 34-37).

Using the programs of Problem 3 or the LINPACK programs SGECO and
SGESL, solve I?,,x = b for several values of n. Use b =[1, -1,1, —1,... 17,
and calculate the true answer by using H, ! from Problem 22. Comment on
your results.

Using the residual correction method, described at the beginning of Section
8.5, calculate accurate single precision answers to the linear systems of
Problem-23. Print the residuals and corrections, and examine the rate of
decrease in the correction terms as the order n is increased. Attempt to
explain your results.

Consider the linear system of Problem 4, for solving approximately an
integral equation. Occasionally we want to solve such a system for several
values of A that are close together. Write a program to first solve the system
for Ay = 4.0, and then save the LU decomposition of A,J — K. To solve
(A — K)x = b with other values of A nearby A, use the residual correc-
tion method (8.5.3) with C = [LU] L. For example, solve the system when
A =41, 45, 5, and 10. In each case, print the iterates and calculate the
ratio in (8.5.11). Comment on the behavior of the iterates as A increases.

The system Ax = b,

0 -1 0 -1 4 -1
0 0 -1 0 -1 4

4 -1 0 -1 0 0 2

-1 4 -1 0 -1 0 1
S | 4 0 0 -1 12
4=1_4 0 0 4 -1 0 b= 2
11

2

has the solution x =[1,1,1,1,1,1]". Solve the system using the
Gauss—Jacobi iteration method, and then solve it again using the
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27.

29.

Gauss-Seidel method. Use the initial guess x‘® = 0. Note the rate at which
the iteration error decreases. Find the answers with an accuracy of € = .0001.

Let 4 and B have order n, with A nonsingular. Consider solving the linear
system

Az, + Bz, = b, Bz, + Az, = b,
with z, z,, b;, b, € R".

(a) Find necessary and sufficient conditions for convergence of the itera-
tion method

Az{m*D = p, — Bz{™ Az{m+D = p, — Bz{m m>0
(b) Repeat part (a) for the iteration method
Az{"*D = p, — Bz{™  Az{"*D =p, - Bz{"*D  m>0
Compare the convergence rates of the two methods.

For the error equation (8.6.25), show that r,(M) < 1 if

2l < 2047

for some matrix norm.

For the iteration of a block tridiagonal systems, given in (8.6.30), show
convergence under the assumptions that

1

| .
Gl < Al + Gl < i 2=i=r = 1; JAl< B

1
7 187l

Bound the rate of convergence.

Recall the matrix A, of Problem 15, and consider the linear system
A,x =b. This system is important as it arises in the standard finite
difference approximation (6.11.30) to the two-point boundary value prob-
lem

y(x) =f(x y(x)) a<x<B yla)=a, ¥(B)=a

It is also important because it arises in the analysis of iterative methods for
solving discretizations of Poissons equation, as in (8.8.5). In line with this,
consider using Jacobi’s method to solve A,x = b iteratively. Show that
Jacobi’s method converges by showing r,(M) <1 for the appropriate
matrix M. Hint: Use the results of Problem 6 of Chapter 7.
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As an example that convergent iteration methods can behave in unusual
ways, consider

X0 = b+ Ax®, k20
with
_|A c] 2

Assuming [A| < 1, we have (I — 4) !exists and x*) > x* = (I - 4)™%
for all initial guesses x©. Find explicit formulas for 4%, x* — x¥), and
x&*D — x(0)_ By suitably adjusting ¢ relative to A, show that it is possible
for ||x* — x®¥)||  to alternately increase and decrease as it converges to
zero. Look at the corresponding values for ||x**1 — x| _ For simplic-
ity, use x©@ = 0 in all calculations.

(a) Let C, be an approximate inverse to A. Define R, =1 — AC,;, and
assume ||R,|l < 1 for some matrix norm. Define the iteration method

Cm+l= Cm(I+Rm) Rm+1 =I—Acm+l mZO

This is a well-known iteration method for calculating the inverse 4 ~%.
Show the convergence of C, to A~' by first relating the error
A~ — C,, to the residual R,,. And then examine the behavior of the
residual R, by showing that R, ,, = R%, m > 0.

(b) Relate C, to the expansion

ATV =GU-R) =G L R
j=0

Observe the relation of this method for inverting 4 to the iteration
method (2.0.6) of Chapter 2 for calculating 1/a for nonzero numbers
a. Also, see Problem 1.of Chapter 2.

33. Implement programs for iteratively solving the diséretization (8.8.5) of

Poisson’s equation on the unit square. To have a situation for which you
have a true solution of the linear system, choose Poisson equations in which
there is no discretization error in going to (8.8.5). This will be true if the
truncation errors in (8.8.3) are idenmtically zero, as, for example, with

u(x, y) = x¥y2

(a) Solve (8.8.5) with Jacobi’s method. Observe the actual error
lIx — x|, in each iterate, as well as || x"*D — x)|| . Estimate the
constant ¢ of (8.7.2), and compute the estimated error bound of
(8.7.5). Compare with the true iteration error. '
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35.

37

(b) Repeat with the Gauss—Seidel method. Also compare the iteration
rate ¢ with that predicted by (8.8.13).

(©) Implement the SOR method, using the optimal acceleration parameter
* from (8.8.15).

(a) Generalize the discretization of the Poisson equation in (8.8.1) to
the equation

32“+a2 ( ( 0 1
axZ ay cxy)u—gx,y) <x,y<

‘with u = f(x, y) on the boundary as before.

() Assume c(x, y) =0 for 0 < x, y < 1. Generalize part (1) of the
proof of Theorem 8.8 to show that the linear system of part (a) will
have a unique solution.

Implement the conjugate gradient algorithm CG of Section 8.9. Test it with
the systems of Problems 1, 3, and 4. Whenever possible, for testing
purposes, use systems with a known true solution. Using it, compute the
true errors in each iterate and see how rapidly they decrease. For the linear
system in Problem 4, that is based on solving an integral equation, solve the
system for several values of n. Comment on the results.

Recall the vector norm {xj|, of (8.9.7), with 4 symmetric and positive
definite. Let the eigenvalues of 4 be denoted by

O0<A <A, -+ <A,

Show that
Al < lixl, < VAN,

with both equalities attainable for suitable choices of x. Hint: Use an
orthonormal basis of eigenvectors of A.

Prove Lemma 1, following (8.9.11). Hint: Use mathematical induction on
k. Prove it for kK = 1. Then assume it is true for k < [, and prove it for
k = [ + 1. Break the proof into two parts: (1) pfr,,, = 0 for i </, and (2)

T -
Pis1nis1 = 0.

Let A be symmetric, positive definite, and order ‘n X n. Let U=
{ug,...,u,} be a set of nonzero vectors in R™. Then if U is both an
orthogonal set and an A-orthogonal set, then du;, = Au,, i=1,...,n for
suitable A; > 0. Conversely, one can always choosc a set of eigenvectors
{uysenns u,,} of A to have them be both orthogonal and A-orthogonal.
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Let A be symmetric, positive definite, and of order n. Let {v,,...,0,} be
an A-orthogonal set in R", with all v; # 0. Define
v,uT4
Q - oy J= 17 »
7 oAy,
Showing the following properties for Q.
. Qu=0ifi+j;and Qv =v;.
2. Q} =0
3. (x,Q;9)=(Q;x, y), forall x, y € R".
4 (Qx,(I-Q0)y),=0,forall x,y € R".
5. lxll = 1QxI% + I — @;)x%, for all x € R™.

Properties (2)-(5) say that Q; is an orthogonal projection on the vector
space R”. with the inner product (-, -),. Define

S, = Span {vy,..., 0}
Show that the solution to the minimization problem
Min||x — y|l ,
YES
is given by

k
- |Lo =
j=1

The matrix P, also satisfies properties (2)—(5).
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THE MATRIX
EIGENVALUE PROBLEM

We study the problem of calculating the eigenvalues and eigenvectors of a square
matrix. This problem occurs in a number of contexts and the resulting matrices
may take a variety of forms. These matrices may be sparse or dense, may have
greatly varying order and structure, and often are symmetric. In addition, what is
to be calculated can vary enough as to affect the choice of method to be used. If
only a few eigenvalues are to be calculated, then the numerical method will be
different than if all eigenvalues are required.

The general problem of finding all eigenvalues and eigenvectors of a nonsym-
metric matrix 4 can be quite unstable with respect to perturbations in the
cocefficients of A, and this makes more difficult the design of general methods and
computer programs. The eigenvalues of a symmetric matrix A are quite stable
with respect to perturbations in A. This is investigated in Section 9.1, along with
the possible instability for nonsymmetric matrices. Because of the greater stabil-
ity of the eigenvalue problem for symmetric matrices and because of its common
occurrence, many methods have been developed especially for it. This will be a
major emphasis of the development of this chapter, although methods for the
nonsymimetric matrix eigenvalue problem are also discussed.

The eigenvalues of a matrix are usually. calculated first, and they are used in
calculating the eigenvectors, if these are desired. The main exception to this rule
is the power method described in Section 9.2, which is useful in calculating a
single dominant eigenvalue of a matrix. The usual procedure for calculating the
eigenvalues of a matrix A4 is two-stage. First, similarity transformations are used
to reduce 4 to a simpler form, which is usually tridiagonal for symmetric
matrices. And second, this simpler matrix is used to calculate the eigenvalues,
and also the eigenvectors if they are required. The main form of similarity
transformations used are certain special unitary or orthogonal matrices, which
are discussed in Section 9.3. For the calculation of the eigenvalues of a symmetric
tridiagonal matrix, the theory of Sturm sequences is introduced in Section 9.4
and the QR algorithm is discussed in Section 9.5. Once the eigenvalues have been
calculated, the most powerful technique for calculating the eigenvectors is the
method of inverse iteration. It is discussed and illustrated in Section 9.6. It should
be noted that we will be using the words symmetric and nonsymmetric quite
generally, where they ordinarily should be used only in connection with real
matrices. For complex matrices, always substitute Hermitian and non-Hermitian,
respectively.

587
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Most numerical methods used at present have been developed since 1950.
They are nontrivial to implement as computer programs, especially those that are
to be used for nonsymmetric matrices. Beginning in the mid-1960s, algorithms for
a variety of matrix eigenvalue problems were published, in ALGOL, in the
journal Numerische Mathematik. These were tested extensively, and were subse-
quently revised based on the tests and on new theoretical results. These al-
gorithms have been collected together in Wilkinson and Reinsch (1971, part II).
A project within the Applied Mathematics Division of the Argonne National
Laboratory translated these programs into Fortran, and further testing and
improvement was carried out. This package of programs is called EISPACK and
it is available from the Argonne National Laboratory and other sources (see the
appendix). A complete description of the package, including all programs, is
given in Smith et al. (1976) and Garbow et al. (1977).

9.1 Eigenvalue Location, Error, and Stability Results

We begin by giving some results for locating and bounding the eigenvalues of a
matrix 4. As a crude upper bound, recall from Theorem 7.8 of Chapter 7 that

Max |A| < ||4]| ' (9.1.1)
Ae€o(A)

for any matrix norm. The notation 6(4) denotes the set of all eigenvalues of A4.
The next result is a simple computational technique for giving better estimates
for the location of the eigenvalues of A.

For A = [a,;] of order n, define

n=Yla; i=1,2,....n (9.1.2)

and let Z, denote the circle in the complex plane with center a;; and radius r;:

Z,={zeCl|z—ayl <n]} (9.1.3)

Theorem 9.1 (Gerschgorin) Let A have order n and let A be an eigenvalue of
A. Then X belongs to one of the circles Z;. Moreover if m of the
circles form a connected set S, disjoint from the remaining » — m
circles, then S contains exactly m of the eigenvalues of 4, counted
according to their multiplicity as roots of the characteristic poly-
nomial of 4. o '
"Since A and A7 have the same eigenvalues and characteristic
polynomial, these results are also valid if summation within the
column, rather than in the row, is used in defining the radii in

(9.1.2).
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Figure 9.1 ' Example of Gerschgorin circle theorem.

Proof Figure 9.1 gives a picture in the complex plane of what the circles might
look like for a complex matrix of order three. The solid circles are the
ones given by (9.1.3), and the dotted ones occur later in the proof.
According to the theorem, there should be one eigenvalue in Z,, and two
eigenvalues in the union of Z; and Z,.

Let A be an eigenvalue of 4, and let x be a corresponding eigenvec-
tor. Let & be the subscript of a component of x for which

el = Max x| = x|,
Then from Ax = Ax, the kth component yields

n
2 @ %= Ax,
J=1

A= au)xe = X ax;

j=1
Jtk

n
A = agel %] < X lagl 1x;] < ridixlle
j=1
JEk

Canceling ||x||,, proves the first part of the theorem.
Define

D =_diag_[au, @yseees Ayl E=A4-D
For 0 < € < 1, define

A()=D+eE (9.1.4)
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and denote its eigenvalues by A,(¢€),..., A, (¢). Note that A(1) = 4, the
original matrix. The eigenvalues are the roots of the characteristic
polynomial

f.(A) = det[4(e) — AI]

Since the coefficients of f(A) are continuous functions of ¢, and since
the roots of any polynomial are continuous functions of its coefficients
[see Henrici (1974) p. 281}, we have that A,(¢),..., A, (¢) are continuous
functions of ¢. As the parameter e changes, each eigenvalue A, (¢) will
vary in the complex plane, marking out a path from A,(0) to A,(1).

From the first part of the theorem, we know the eigenvalues A, (¢) are
contained in the circles

Z(e)={zeCllz—ayl<er,} i=1,...,n (9.15)

with r; defined as before in (9.1.2). Examples of these circles are given in
Figure 9.1 by the dotted circles. These circles decrease as € goes from 1
to 0, and the eigenvalue A,(¢) must remain within them. When € = 0, the
eigenvalues are simply

}‘i(o) =a;

.Let S be a connected union of m of the circles, with S disjoint from th
remaining n — m circles. Each path T = {A,(€)|0 < e < 1}, which begins at
center a; within S, must remain S. Since there are m such paths, the-number ¢
eigenvalues A (1) will remain at m. This proves the second result.

Since

det[A —AJ] =det[4 — AI]" = det[A7 — AT]

we have o(A4) = 0(A47). Thus apply the théorem to the rows of A7 in
order to prove it for the columns of A. This completes the proof. n

This theorem can be used in a number of ways, but we just provide two simple
numerical examples.

Example Consider the matrix
4 1 0
A=1]1 0 -1}
1 1 -4
From the preceding theorem, the eigenvalues must be contained in the circles
A-4] <1 Al =2 A+4] <2 (9.1.6)

Since the first circle is disjoint from the remaining ones, there must be a single
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root in the circle. Since the coeflicients of
F(A) = det[4 — AI]

are real, the complex eigenvalues must occur in conjugate pairs, if they occur at
all. This will easily imply, with (9.1.6), that there is a real eigenvalue in the
interval [3, 5}. The last two circles touch at the single point (—2,0). Using the
same reasoning as before, the eigenvalues in these two circles must be real. And
by using the construction (9.1.4) of A(e), € <1, there is one eigenvalue in
[—6, —2] and one in [—2,2]. Since it is easily checked that A = —2 is not an
eigenvalue, we can conclude that A4 has one real eigenvalue in each of the
intervals

[-6,-2),(-2,2],[3,5]
The true eigenvalues are

—3.76010, — .442931, 4.20303

Example Consider

(4 1 o 0
1 4 10
0 1 4 1 :
A= . : (9.1.7)
1 4 1
0o .- 0 1 4]

a matrix of order n. Since A4 is symmetric, all eigenvalues of A4 are real. The radii
r; of (9.1.2) are all 1 or 2, and all the centers of the circles are a;; = 4. Thus from
the preceding theorem, the eigenvalues must all lie in the interval [2, 6]. Since the
eigenvalues of 4~! are the reciprocals of those of 4, we must have

| =
S A

<p<

for all eigenvalues p of 4~!. Using the matrix norm (7.3.22) induced by the ‘
Euclidean vector norm, we have

(SR

4=, =r,(47%) <

independent of the size of n.

Bounds for perturbed eigenvalues Given a matrix A, we wish to perturb it and
to then observe the effect on the eigenvalues of 4. Analytical bounds are derived
for the perturbations in the eigenvalues based on the perturbations in the matrix
A. These bounds also suggest a definition of condition number that can be used to
indicate the degree of stability or instability present in the eigenvalues.
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To simplify the arguments considerably we assume that the Jordan canonical
form of A is diagonal (see Theorem 7.6):

P-UP = diag[A,,...,\,] =D (9.1.8)

for some nonsingular matrix P. The columns of P will be the eigenvectors of A4,
corresponding to the eigenvalues A,,..., A,. Matrices for which (9.1.8) holds are
the most important case in practice. For a brief discussion of the case in which
the Jordan canonical form is not diagonal, see the last topic of this section.

We also need to assume a special property for the matrix norms to be used.
For any diagonal matrix

G = diag[g,..., g}
we must have that

Gl = ll\fgnlgil (9.1.9)

All of the operator matrix norms induced by the vector norms ||x||,, 1 < p < oo,
have this property. We can now state the following result.

Theorem 9.2 (Bauer-Fike) Let 4 be a matrix with a diagonal Jordan canonical
form, as in (9.1.8). And assume the matrix norm satisfies (9.1.9). Let
A + E be a perturbation of A4, and let A be an eigenvalue of
A + E. Then

Min |]A — Al < IPIIPTHIE] (9.1.10)

l<i<gn

Proof If A\ is also an eigenvalue of A, then (9.1.10) is trivially true. Thus
assume A # A, A,,..., A, and let x be an eigenvector for 4 + E
corresponding to A. Then

(A+ E)x=2Ax
(Al — A)x = Ex
Substitute from (9.1.8) and multiply by P~! to obtain
(M — PDP™)x = Ex
(M - D)(P~X) = (PEP)(P~ %)
Since A # A,,..., A,, AI — D is nonsingular,
(I - D)™ =diag[(A =) %oy (A — A")“]
Then _
P~ = (A — D) (P'EP)(P"'x)

IP~2x|| < [[(AL ~-D) 4P~ EP 1P~ x|
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Canceling || P~ 'x|| and using (9.1.9),
1< [Max A = A [IP7HIIPY IEN
This is equivalent to (9.1.10), completing the proof. ]

Corollary If A is Hermitian, and if 4 + E is any perturbation of A4, then

Min |A - A,| < ||E}l, (9.1.11)
l<i<n
for any eigenvalue A of 4 + E. |

Proof Since A is Hermitian, the matrix P can be chosen to be unitary. And
using the operator norm (7.3.19) induced by the Euclidean vector norm,
IP)l, =P}, = 1 (see Problem 13 of Chapter 7). This completes the
proof. : |

The statement (9.1.11) proves that small perturbations of a Hermitian matrix
lead to equally small perturbations in the eigenvalues, as was asserted in the
introduction to this chapter. Note that the relative error in some or all of the
eigenvalues may still be large, and that this occurs commonly when the eigenval-
ues of a matrix vary greatly in magnitude.

Example Consider the Hilbert matrix of order three,

. 1 1
2 3
1 1 1
H=|- - = 9.1.12
3 2 3 4 ( )
1 1 1
|3 4 5|

Its eigenvalﬁes to seven significant digits are
A; = 1.408319 A, =.1223271 A, = .002687340 (9.1.13)

Now consider the perturbed matrix Iﬁ, representing M to four significant digits:

Hy=| 5000 3333 .2500

1.000  .5000 .3333]
3333 2500 2000

(9.1.14)

Its eigenvalues to seven significant digits are
X, =1.408294 R, = 1223415 R, = 002664489  (9.1.15)
To verify the validity of (9.1.11) for this case, it is straightforward to calculate

NEf, =r,(E) =1x10"%= 000033
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For the errors and relative errors in (9.1.15),

Ap — A = .0000249 Rel(A,) = .0000177
A, — A, =~.0000144  Rel(R,) = —.000118
A, — &, = .0000229 Rel(4,) = .0085

All of the errors satisfy (9.1.11). But the relative error in 5\3 is quite significant
compared to the relative perturbations in Hj.

For a nonsymmetric matrix A4 with P as in (9.1.8), the number
K(A4) ={PI1P7Y|

will be called the condition number for the eigenvalue problem for A. This is
based on the bound (9.1.10) for the perturbations in the eigenvalues of the matrix
A when it is perturbed. Another choice, even more difficult to compute, would be

to use

K(4) = Infimum ||P||||P~] (9.1.16)

with the infimum taken over all matrices P for which (9.1.8) holds and over all
matrix norms satisfying (9.1.9). The reason for having condition numbers is that
for nonsymmetric matrices A, small perturbations E can lead to relatively large

perturbations in the eigenvalues of A.

Example To illustrate the pathological problems that can occur with nonsym-
metric matrices, consider

C[101 —90 [101~€¢ -90—c¢
A_[no —-98] »A+E‘[110 —-98 } (9.1.17)

- The eigenvalues of 4 are A = 1,2, and the eigenvalues of 4 + E are

\ 3—¢+ V1 — 828¢ + €2

2

As a specific example to give better intuition, take € = ..001. Then

100.999 —90.001 ]

A+E= [110 -98

and its eigenvalues are
A =1.298,1.701 (9.1.18)

This problem should not be taken to imply that nonsymmetric matrices are
ill-conditioned. Most cases in practice are fairly well-conditioned. But in writing
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a general algorithm, we always seek to cover as many cases as possible, and this
example shows that this is likely to be difficult for the class of all nonsymmetric

matrices.

For symmetric matrices, the result (9.1.11) can be improved upon in several
ways. There is a minimax characterization for the eigenvalues of symmetric
matrices. For a discussion of this theory and the resultant error bounds, see
Parlett (1980, sec. 10.2) or Wilkinson (1965, p. 101). Instead, we give the
following result, which will be more useful for error analyses of methods
presented later.

Theorem 9.3 (Wielandt-Hoffman) Let 4 and E be real, symmetnc matrices of

order n, and define A = 4 + E. Let A; and )\ , n, be the
eigenvalues of A and A, respectively, arranged in mcreasmg order.
Then

[}j (A, - X,)z}m < F(E) (9.1.19)

where F(E) is the Frobenius norm of E, defined in (7.3.10).
Proof See Wilkinson (1965, pp. 104f108). | |

This result will be used later in bounding the effect of the roundmg errors that
occur in reducing a symmetric matrix to tridiagonal form.

A computable error bound for symmetric matrices Let 4 be a symmetric matrix ~

for which an approximate eigenvalue A and approximate exgenvector x have been
computed. Define the residual

n=Ax — Ax (9.1.20)
Since 4 is symmetric, there is a unitary matrix U for which
U*AU = diag[A,,..., A, ] =D (9.1.21)

Then we will show that

n A=A < limll,

1<1<n ”X”z

(9.1.22)

Using (9.1.21)
n = UDU*x — Ax
U*n = DU*x — AU*x = (D — AI)U*x

If A is an eigenvalue of A, then (9.1.22) is trivially true. Thus there is no loss of
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generality in assuming A # A;,..., A,,. Thus D — A[ is nonsingular, and
U*x = (D — A1) " 'U*y
Uil < (D = A1) Ul
Recall Problem 13 of Chapter 7, which implies

WU*xlly = llxll; (U7, = linll;

Then using the definition of the matrix norm, we have
el < | Max (0= 2™ [l

which is equivalent to (9.1.22).
The use of (9.1.22) is illustrated later in (9.2.15) of Section 9.2, using an
approximate eigenvalue—eigenvector pair produced by the power method.

Stability of eigenvalues for nonsymmetric matrices In order to deal effectively

with the potential for instability in the nonsymmetric matrix eigenvalue problem,

it is necessary to have a better understanding of the nature of that instability. For

example, one consequence of the analysis of instability will be that unitary

similarity transformations will not make worse the conditioning of the problem.
As before, assume that A has a diagonal Jordan canonical form:

PP = diag[A,,...,A,]=D _ (9.1.23)
Then A,...,A, are the eigenvalues of 4, and the columns of P are the
corresponding eigenvectors, call them u,,..., u,. The matrix P is not unique.

For example, if F is any nonsingular diagonal matrix, then
(PF) '4(PF)=F 'DF=D

By choosing F appropriately, the columns of PF will have length one. Thus
without loss of generality, assume the columns of P will have length one:

wru. =1 i=1,...,n (9.1.24)
with

P=u,...,u,]
By taking the conjugate transpose in (9.1.23),
P*A*(P*) ™' = D* = diag[},,..., A,]

which shows that the eigenvalues of 4* are the complex conjugates of those of A.
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Writing
(P)™ = [wy,..., w,] (9.1.25)
we have
A*w,=Xw, i=1,...,n (9.1.26)
Equivalently, by forming the conjugate transpose,
wrA = A w* : (9.1.27)

This says w* is a left eigenvector of A, for the eigenvalue A,. Since P7IP = I,
and since

wi
P_l = .
o
we have
1 i=j
* =
wru; {0 iy (9.1..28)

This says the eigenvectors {u;} of 4 and the eigenvectors {w,;} of 4* form a
biorthogonal set.
- Normalize the eigenvectors w; by

T "Wi;lz Pl
Define
5 =vfu; = ! ©(9.1.29)
flwill

a positive real number. The matrix (P*)~! can now be written
v v,
(7= |2 2]
5 Sp
And
A%, =N, odl, =1 i=1,...,n - (9.1.30)

We now examine the stability of a simple eigenvalue A, of 4. Being simple
means that A, has multiplicity one as a root of the characteristic polynomial of
A. The results can be extended to eigenvalues of multiplicity greater than one,
but we omit that case. Consider the perturbed matrix

A(e)=A+eB  €>0
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for somé matrix B, independent of ¢. Denote the eigenvalues of A(e) by
A(€),..., A, (€). Then

“Y(e)P=D+eC C=PBP

1 .
€= 0] vfBu; 1<i,j<n (9.1.31)

We will prove that

€
A=A, + s—u;‘(‘Buk + 0(€?) (9.1.32)
: K

The derivation of this result uses the Gerschgorin Theorem 9.1. We also need
to note that for any nonsingular diagonal matrix F,

FP~Y(e)PF~' = D + ¢FCF! (9.1.33)

and this leaves the eigenvalues of 4(¢) unchanged. Pick F as follows:
_jea 1=k
fi {1 i+k
with « a positive constant to be determined later. Most of the coefficients of the
matrix (9.1.33) are not changed, and only those in row k and column k need to

be considered. They are

%acy; J*k

D + ¢FCF Y] ,; =
[ ]kj {)\k+eckk j=k

1
[D+eFCF Y,y =—c, i+k
[44

Apply Theorem 9.1 to the matrix (9.1.33). The circle centers and radii are

center = A, +ec,,  ro=€a ) |yl
: J#Ek ‘
(9.1.34)
center = A; + ec; r=e¢ Y, leit + —leud ik
Jrick a

We wish to pick a so large and e sufficiently small so as to isolate the circle about
A, + ecy, from the remaining circles, and in that way, know there is exactly one
eigenvalue of (9.1.33) within circle k. The distance between the centers of circles
k and i # k is bounded from below by

A= Al — el — el
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which is about {A; — A,| for small values of ¢. Pick a such that
1 . _
;lc,.kl < 3A; = Ay alli=#k (9.1.35)

Then choose ¢, such that for all 0 < € < ¢, circle k does not intersect any of the
remaining circlés. This can be done because A, is distinct from the remaining
eigenvalues A;, and because of the inequality (9.1.35).

Using this construction, Theorem 9.1 implies that circle k contains exactly one
eigenvalue of A(¢), call it A (¢). From (5.1.34),

A (€) = Ay —eciil <r = 0(?)

and using the formula for ¢,, in (9.1.31), this proves the desired result (9.1.32).
Taking bounds in (9.1.32), we obtain

€
(€)= Al < —lloallallBllallull; + O(e?)
k
and using (9.1.24) and (9.1.30),

IA(€) = A < iuBu2 + 0(e) (9.1.36)

The number s, is intimately related to the stability of the eigenvalue of A,
when the matrix A is perturbed by small amounts E = eB. If 4 were symmetric,
we would have u, = v, and thus s, = 1, giving the same qualitative result for
symmetric matrices as derived previously. For nonsymmetric matrices, if s, is
quite small, then small perturbations E = €B can lead to a large perturbation in
the eigenvalue A,. Such problems are called ill-conditioned.

Example Recall the example (9.1.17). Then ¢ = .001,

-yyp_|1 O =[—1 —1]
PP [0 2] B 0 0

9 -10
Y181 V221 1 | —11/181 10/181 \
P= pl= (9.1.37)
10 -11 —10y221  9yZ221
Y181 V221 .

If we use the row norm to estimate the condition number of (9.1.16), then
K(A4) < |IPloliP oo = 419

The columns of P give u,, u,, and the columns of (P~!)7 give the vectors wy, w,
[see (9.1.25)].
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To calculate (9.1.36) for A; = 1,

S =0Ty = = = (0

willz (221)(181)

and ||BJ|, = V2. Formula (9.1.36) yields

VZe

+0(e?) = 2 .
008 O(€?) = 283¢ + O(€?) (9.1.38)

(o) =A< —

The actual error is A,(. 001) A, =1.298 — 1 = .298, and the preceding gives the
error estimate of 283¢ = .283. Thus (9.1.36) is a reasonable estimated bound of
the error.

In the following sections, some of the numerical methods first convert the
matrix 4 to a simpler form using similarity transformations. We wish to use
transformations that will not make the numbers s, even smaller, which would
make- an ill-conditioned problem even worse. From this viewpoint, unitary or
orthogonal transformations are the best ones to use.

Let U be unitary, and let A = U*AU. For a simple eigenvalue A, let s, and
§, denote the numbers (9.1.29) for the two matrices A and 'A. If {u,} and {v;)
are the normalized eigenvectors of A and A4*, then {U*u;} and {U*v} are the
corresponding eigenvectors for 4 and A*. For St

= (U*,)*(U*u,) = v}UU*u, = v}u,
=5, (9.1.39)

Thus the stability of the eigenvalue A, is made neither better nor worse. Unitary
transformations also preserve vector length and the angles between vectors (see
Problem 13 of Chapter 7). In general, unitary matrix operations on a given
matrix 4 will not cause any deterioration in the conditioning of the exgenvalue
problem and that is one of the major reasons that they are the preferred form of
similarity transformation in solving the matrix eigenvalue problem.

Techniques similar to the preceding, in (9.1.23)—(9.1.36), can be used to give a
stability result for eigenvectors of isolated eigenvalues. Using the same assump-
tions on {A;}, {u; = u;(0)}, and {v;}, consider the eigenvector problem '

(A + eB)ug() = A (ug(e) (=1 (9.1.40)

with A, a simple eigenvalue of 4. Then

u; + O(e?) (9.1.41)

" vFBu,
u(€) = up + eau + € 3 | ————
) (Ae=A))s;
Jak

The proof of this is left to Problem 6.
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The result (9.1.41) shows that stability of u,(¢) depends on the condition
numbers s; and on the nearness of the eigenvalues A; to A,. This indicates
probable instability, and further examples of this are given in Problem 7. A
deeper examination of the behavior of eigenvectors when A is subjected to
perturbations requires an examination of the eigenvector subspaces and their
relation to each other, especially when the eigenvalue A, is not simple. For more
on this, see Golub and Van Loan (1983, pp. 203-207, 271-275).

Matrices with nondiagonal Jordan canonical form We have avoided discussing
the eigenvalue problem for those matrices for which the Jordan canonical form is
not diagonal. There are problems of instability in the eigenvalue problem, worse
than that given in Theorem 9.2. And there are significant problems in the
determination of a correct basts for the eigenvectors.

Rather than giving a general development, we examine the difficulties for this
class of matrices by examining one simple case in detail. Let '

[1 1 o cee 0]
01 1 0 .
A= - : (9.1.42)
: 1
K 0 1]

a matrix of order n. The characteristic polynomial is

fA) =@ -n)"

and A =1 is a root of multiplicity n. There is only a one-dimensional set of
eigenvectors, spanned by

x=[1,0,...,0]" (9.1.43)
For ¢ > 0, perturb 4 to
1 1 0 0
0 1 1 0
A(e) = . :
' 0 1 1
e 0 .- 0 1

Its characteristic polynomial is

) =1 =-2)"=(-1)"
There are n distinct roots,

M(e)=1+we" k=1,...,n (9.1.44)
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with {w,} the nth roots of unity,
w, = e2mki/n k=1,...,n
For the perturbations in the eigenvalue of A4,
Ag(€) = A ] = e/ (9.1.45)
For example, if n = 10 and € = 10717, then
(e = A f=1 (9.1.46)

The earlier result (9.1.10) gave a bound that was linear in ¢, and (9.1.45) is much
worse, as shown by (9.1.46).

Since A(¢) has n distinct eigenvalues, it also has a complete set of n linearly
independent eigenvectors, call them x,(¢),..., x,(¢€). The first thing that must be
done is to give the relationship of these eigenvectors to the single eigenvector x in
(9.1.43). This is a difficult problem to deal with, and it always must be dealt with
for matrices whose Jordan form is not diagonal.

The matrices 4 and A4(¢) are in extremely simple form, and they merely hint
at the difficulties that can occur when a matrix is not similar to a diagonal matrix.
In actual practice, rounding errors will always ensure that such a matrix will have
distinct eigenvalues. And this example is correct from the qualitative point of
view in showing the difficulties that will arise.

9.2 The Power Method

This is a classical method, of use mainly in finding the dominant eigenvalue and
associated eigenvector of a matrix. It is not a general method, but is useful in a
number of situations. For example, it is sometimes a satisfactory method with
large sparse matrices, where the methods of later sections cannot be used because
of computer memory size limitations. In addition the method of inverse iteration,
described in Section 9.6, is the power method applied to an appropriate inverse
matrix. And the considerations of this section are an introduction to that later
material. It is extremely difficult to implement the power method as a general-
purpose computer program, treating a large and quite varied class of matrices.

“But it is easy to implement for more special classes. -

We assume that A4 is a real n X n matrix for which the Jordan canonical form
is diagonal. Let A,,..., A, denote the eigenvalues of 4, and let x,,..., x, be the
corresponding eigenvectors, which form a basis for C". We further assume that

> ol 2 gl 2 - 2 A, 20 (9:2.1)

Although quite special, this is the main case of interest for the application of the
power method. And the development can be extended fairly easily to the case of
a single dominant eigenvalue of geometric multiplicity r > 1 (see Problem 10).
Note that these assumptions imply A, and x, are real.



THE POWER METHOD ~ 603

Let z9 be a real initial guess of some multiple of x,. If there is no rational
method for choosing z®, then use a random number generator to choose each
component. For the power method, define

W = 4z(m=1D (9.2.2)
Let g,, be a component of w(™ that is maximum in size. Define
w(m
M=o m21 (9.2.3)
Bm
We show that the vectors {z(™} will approximate 4, x™/|[x®||.,, with each

é,=t1l,asm— 0.
We begin by showing that

Amz O
2™ = omm o, =+1 m2x1 (9.2.4)
First, w® = A4z©,
By = ollwP =0l 4z¥, o= %1
Then.
WO Az

00 S
zW = =0,
B 4zl

The proof of (9.2.4) for general m > 1 uses mathematical induction. For the case
m = 2, as an example,

AZZ(O)

W = A7) = g
1Az

1430, 1
Bty FTF

w® A2z©@ }‘”AIZ(O)”m A2 O
P oy 0 = 0073, 0
B2 N4z, 1429, 4%z,

with o, = o p. The case of general m is essentially the same.
To examine the convergence of {z¢™}, first expand z(? using the eigenvector
basis {x;}:

n
() .
z Y ax;
Jj=1
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We will assume a; # 0, which a random choice of z/® will generally ensure. Also
o, can be shown to be real. Then

n

n
m, (0) — my m
A"z ) a;A"x; h aX7x;

)mxj] (9.2.5)

J=1 Jj=1

n }\
= }\’{‘[alxl + 3 aj(——J-
j=2 T\ M

From (9.2.1),

A\

=] -0 a m-o 2=j=n (9.2.6)
Using this in (9.2.5) and (9.2.4), we have

M7 oo ax x
PLLOJON ) cutat kSR S (9.2.7
(p\ll Loy | x4l %11l )

Then o, = +1, and generally it is independent of m. This will be the case if x,
has a unique maximal component. In cases with x; having more than one
maximal component, it is possible that ¢, will vary with m (see Problem 9). The
rate of convergence in (9.2.7) depends on |A,/A,|:

m
X1

Ay
A

Zm— G . (9.2.8)

<C

o

”xlnao
since all of the remaining ratios |A;/A,| are bounded by |A,/A,].
To obtain a sequence of approximate eigenvalues, let k& be the index of a

nonzero component of x;. Generally, we pick k as the subscript of the compo-
* nent a,,, and thus it will possibly vary with m. Define

A wim)

A(l"') = -Z(TE m>1 (9.2.9)
k .

To examine the rate of convergence, use (9.2.4) and (9.2.5):

Amz(o) Am— IZIO)
‘ )‘(lm) =0, =10 | Om- m— 10
o A" =1z )

) x,]
_ k
X{"llalxl + 3 aj(

m-1
Jj=2 k

m)] (9.2.11)

}\?{avﬁ + ) aj(

Jj=2

(9.2.10)

>|> | 2>

—

A

Ay

A = )\1[1 +0
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The rate of convergence is linear, and it depends on |A,/A;|. The index k is
usually chosen fixed. If we choose & as the index of the maximal component «,,
of w(™, and if x, has a single maximum component, then k will become
constant as m — oco. With more than one maximal component, it can move
about, as is shown in Problem 9. An alternative method of defining A{™ is given
in Conte and de Boor (1980, p. 192), avoiding the need to select a particular
component index:

The vector u is to satisfy u”x, # 0, and a random choice of u will generally
suffice. The error in A{™ will again satisfy (9.2.11).

Example Let
1 2 3
A=12 3 4 (9.2.12)

The true eigenvalues are
1 = 9.623475383 ' A, = — 6234753830 A; =0 (9.2.13)

An jnitial guess z® was generated with a random number generator. The first
five iterates are shown in Table 9.1, along with the ratios

A — Agm=1D)

R, = e
m )\(lm—l) _ A(lm—Z)

(9.2.14)

The iterates A{™ were defined using (9.2.9), with k = 3. According to a later
discussion, these ratios should approximate the ratio A,/A; as m — oo.

We use the computable error bound (9.1.22) that was derived earlier in Section
9.1. Calculate

1 =Ax— Ax
with ‘

x=x® A=

Table 9.1 Example of the power method

m Zm z4m z§™ Am R,

1 50077 75038 1.0000 11.7628133

2 52626 .76313 1.0000 9.5038496

3 52459 76230 1.0000 9.6313231 —.05643
4 .52470 76235 1.0000 9.6229674 —.06555
5 52469 76235 1.0000 9.6235083 —.06474
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Then from (9.1.22),

Il

=3.30x 1077 92.15
flxl] ( )

Min |2, - AP <

A direct comparison with the true answer A; gives
A, — AP = —.0000329
which shows that (9.2.15) is a very accurate estimate in this case.

Acceleration methods Since there is a known regular pattern with which the
error decreases for both A{™ and z(™, this can be used to obtain more rapidly
convergent methods. We give three different approaches for accelerating the
convergence.

Case 1. Translation of the Eigenvalues. Choose a constant b, and replace the
calculation of the eigenvalues of 4 by those of

B=dA—bI (9.2.16)

The eigenvalues of B are A;— b, i=1,..., n. Pick b so that A; — b is the
dominant eigenvalue of B, and choose b to minimize the ratio of convergence.

As a particular case in order to be more explicit, suppose that all eigenvalues
of A are real and that they have been so arranged that

A>A,>2A > -0 =X, AL > ALl

Then the dominant eigenvalue of B could be either A, — b or A, — b, depending
on the size of b. We first require that b satisfy

A, = b] > [A, — b

The rate of convergence will be

A= bl A, — b }
Max , 9.2.17
<l‘}\1‘b| P\1"b| ( )

If we look carefully at the behavior of these two ratios as b varies, we see that the
minimum of (9.2.17) occurs when

(A, —b) “‘(}‘z =b)=(r,—b) - [_(N - b)]
and
b* = L(A,+ X)) (9.2.18)
is the optimal choice of b. The resulting ratio of convergence is

A,—b* A, —b* A, = A, -
= = (9.2.19)
A - b* A —b*  2A\ —A,—A,
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Experimental methods based on this formula and on (9.2.11) can be used to
determine approximate values of b*.

Transformations other than (9.2.16) can be used to transform the set of
eigenvalues in such a way as to obtain even more rapid convergence. For a
further discussion of these ideas, see Wilkinson (1965, pp. 570-584).

Example 1In the previous example (9.2.12), the theoretical ratio of convergence
was

>

2

2 = _ 0648
>\1

Using the optimal value b given by (9.2.18), and using (9.2.13) in a rearranged
order,

b* =LA, +1,) = —.31174 (9.2.20)

The eigenvalues of 4 — bl are

9.93522 31174 —.31174 (9.2.21)

The ratio of convergence for the power method applied to A — b will be

which is less than half the magnitude of the original ratio.

Case 2. Aitken Extrapolation. The form of convergence in (9.2.11) is com-
pletely analogous to the linearly convergent rootfinding methods of Section 2.5 of
Chapter 2. Following the same development as in Section 2.6, we consider the use
of Aitken extrapolation to accelerate the convergence of {A{™} and {z(™}. To
use the following development, we must assume in (9.2.1) that

A1 # |As] (9.2.22)
This can be weakened to
A, = [A)] implies A, =A;
But we do not allow two ratios of convergence of equal magnitude and opposite
sign (see the preceding example of (9.2.21) for such a case). The Aitken procedure’

can also be modified so as to remove the restriction (9.2.22).
With (9.2.22), and using (9.2.10), '

A= A = orm (9.2.23)

where c¢ is some constant, r is the unknown rate of convergence, and theoreti-
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cally r = A, /A,. Proceeding exactly as in Section 2.6, implies that

AU — A1)
m = N gD -r

R as m— o (9.2.24)

And Aitken extrapolation gives the improved value Xl:

[x = am-v)?

N P ) S T )

m=3 (9.2.25)

A similar derivation can be applied to the eigenvector approximants, to accel-
erate each component of the sequence {z(™}, although some care must be used.

Example Consider again the example (9.2.12). In Table 9.1,

A
R, = — 06474 = 2 = — 06479

-2
A
As an example of (9.2.25), extrapolate with the values AP, AY, and A from that
table. Then

| =9.6234814 A, — &, = —6.03 x 10~¢

In comparison using the more accurate table value A{), the error is A; — AD) =
—3.29 X 107>, This again shows the value of using extrapolation whenever the
theory justifies its use. '

Case 3. The Rayleigh—Ritz Quotient. Whenever A4 is symmetric, it is better to
use the following eigenvalue approximations:

(Az0m, z0m) (wim+D, Z0m)
(2, ™) T (2, Zm)

A D = m>0 (9-2.26)

We are using standard inner product notation:
n
(w,2)=Ywz;, w,zeR"
1

To analyZe this sequence (9.2.26), note that all eigenvalues of A are real and
that the eigenvectors x,, ..., x, can be chosen to be orthonormal. Then (9.2.2),
(9.2.4), (9.2.5), together with (9.2.26), imply :

n
2y2m+1
Z Iajl >‘jm
j=1

n
2%2m
Z [a;] >\j

(%)ZM)] (9.2.27)

+1)
A =

A = )\l[l +0
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The ratio of convergence of A{™ to A; is (A,/A;)?, an improvement on the
original ratio in (9.47) of A,/A,.

This is a well-known classical procedure, and it has many additional aspects
that are of use in some problems. For additional discussion, see Wilkinson (1965,

pp. 172-178).

Example In the example (9.2.12), use the approximate eigenvector z® in
(9.2.26). Then
: (42, z®)

L&) S I A
W = ey - 9623464

which is as accurate as the value A{ obtained earlier.

The power method can be used when there is not a single dominant eigen-
value, but the algorithm is more complicated. The power method can also be used
to determine eigenvalues other than the dominant one. This involves a process
called deflation of A to remove A as an eigenvalue. For a complete discussion of
all aspects of the power method, see Golub and Van Loan (1983, 208-218) and
Wilkinson (1965, chap. 9). Although it is a useful method in some circumstances,
it should be stressed that the methods of the following sections are usually more
efficient. For a rapidly convergent variation on the power method and the
Rayleigh—Ritz quotient, see the Rayleigh quotient iteration for symmetric matrices
in Parlett (1980, p. 70).

9.3 Orthogonal Transformations Using
Householder Matrices

As one step in finding the eigenvalues of a matrix, it is often reduced to a simpler
form using similarity transformations. Orthogonal matrices will be the class of
matrices we use for these transformations. It was shown in (9.1.39) that orthogo-
nal transformations will not worsen the condition or stability of the eigenvalues
of a nonsymmetric matrix. Also, orthogonal matrices have other desirable error
propagation properties, an example of which is given later in the section. For
these reasons, we restrict our transformations to those using orthogonal matrices.

We begin the section by looking at a special class of orthogonal matrices
known as Householder matrices. Then we show how to construct a Householder
matrix that will transform a given vector to a simpler form. With this construc-

© tion as a tool, we look at two transformations of a given matrix 4: (1) obtain its

QR factorization, and (2) construct a similar tridiagonal matrix when 4 is a
symmetric matrix. These forms are used in the next two sections in the calcula-
tion of the eigenvalues of A. As a matter of notation, note that we should be
restricting the use of the term orthogonal to real matrices. But it has become
common usage in this area to use orthogonal rather than unitary for the general
complex case, and we will adopt the same convention. The reader should
understand unitary when orthogonal is used for a complex matrix.
Let w € C” with ||w]|, = yw*w = 1. Define

U=1-2ww* (9.3.1)

This is the general form of a Householder matrix.
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Example For n = 3, we require

- T 2
w = [wy, wy, w;] [wi]? + [wy]? + w2 =1

The matrix U is given by

1-2w|? 2w, —2ww,
U=| =2ww, 1-=2{w|? = 2w, W,
—2ww, —2w,w; 1= 2|wy)?

For the particular case

we have
1[ 7 -4 —4}
U= =|-4 1 -8
-4 -8 1
We first prove U is Hermitian and orthogonai. To show it is Hermitian,
U* = (I — 2ww*)* = I* — 2(ww*)*
=T-2(w*)*w*=1-2ww*=U
To show it is orthogonal,
U*U = U2 = (I - 2ww*)?
= I — dww* + 4(ww*)(ww*)
=17
since using the associative law and w*w = 1 implies

(ww*)(ww*) = w(w*w)w* = ww*

The matrix U of the preceding example illustrates these properties. In Problem
12, we give a geometric meaning to the linear function T(x) = Ux for U a

Householder matrix.
We will usually use vectors w with leading zero components:

w = [0,..., 0, wp..., w7 = [0,_,, WTT7 (9.3.2)

with w € C"~"*1, Then

U=|"t 0 ] (9.3.3)

IR
0 I,_,.i~—2ww
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Premultiplication of a matrix 4 by this U will leave the first » — 1 rows of 4
unchanged, and postmultiplication of A will leave its first » — 1 columns un-
changed. For the remainder of this section we assume all matrices and vectors are
real, in order to avoid having to deal with possible complex values for w.

The Householder matrices are used to transform a nonzero vector into a new
vector containing mainly zeros. Let b #+ 0 be given, b € R", and suppose we
want to produce U of form (9.3.1) such that Ub contains zeros in positions r + 1
through n, for some given r > 1. Choose w as in (9.3.2). Then the first r — 1
elements of b and Ub are the same.

To simplify the later work, write m = n — r + 1,

o[t ool

with ¢ € R""!, v, d € R™. Then our restriction on the form of Ub requires the
first » — 1 components of Ub to be ¢, and

(I-20w")d=[a,0,....01" ||, =1 (9.3.4)

for some a. Since J — 200" is orthogonal, the length of 4 is preserved (Problem
13 of Chapter 7); and thus

jal = ljdll; = S

a=+S=+/d2+ -~ +d2 (9.3.5)
Define
p=uvd
From (9.3.4),
d—zpu; [«,0,...,0]" (9.3.6)
Multiplication by v” and use of |jv}}, = 1 implies
P = —au (9.3.7)
Substituting this into the first component of (9.3.6) gives

d; + 2a0? = «

-1 d,
2. _|1-2 3.
v? 2[ a] (9.3.8)

Choose the sign of « in (9.3.5) by
sign (a) = —sign(d,) (9.3.9)

This choice maximizes v2, and it avoids any possible loss of significance errors in
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the calculation of v;. The sign for v, is irrelevant. Having v, obtain p from
(9.3.7). Return to (9.3.6), and then using components 2 through m,

uj=i j=23,....,m (9.3.10)
2p

The statements (9.3.5), (9.3.7)-(9.3.9) dompletely define v, and thus w and U.
The operation count is 2m + 2 multiplications and divisions, and two square

" roots. The square root defining v, can be avoided in practice, because it will

disappear when the matrix ww” is formed. A sequence of such transformations
of vectors b will be used to systematically reduce matrices to simpler forms.

Example Consider the given vector
b=1[2,2,1]"
We calculate a matrix U for which Ub will have zeros in its last two positions. To

help in following the construction, some of the intermediate calculations are
listed. Note that w = v and b = d for this case. Then

5 15
a= -3 n=Vg r=\7
2 1

2T BT 0
The matrix U is given by
[ 2 2 1]
3 3 3
2 11 2
U= —— — — — —
3 15 15
1 2 14
"3 15 15 |
and
Ub = [-3,0,0]"

The QR factorization of a matrix Given a real matrix A4, we show there is an
orthogonal matrix Q and an upper triangular matrix R for which

A= QR (9.3.11)

P=1-2wwT  r=1,...,n-1 (9.3.12)
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with w() as in (9.3.2) with r — 1 leading zeros. Writing A in terms of its columns
Agyy- -y Ax,,, we have

PIA = [PIA*].""’ PIA*’I]

Pick P, and w® using the preceding construction (9.3.5)—(9.3.10) with b = 4,,.
Then P;A contains zeros below the diagonal in its first column.

- -Choose P, similarly, so that P, P, A will contain zeros in its second column
below the diagonal. First note that because w® contains a zero in position 1, and
because P, A is zero in the first column below position 1, the products P, P; 4 and
‘P, A contain the same elements in row one and column one. Now choose P,
and w® as before in (9.3.5)—(9.3.10), with b equal to the second column of P, A.
By carrying this out with each column of 4, we obtain an upper triangular
matrix : :

R=P,_,--- P4 (9.3.13)

If at step r of the construction, all elements below the diagonal of column 7 are
zero, then just choose P, =11 and go onto the next step. To complete the
construc;ion, define

QT'=P_,--- P (9.3.14)
which is orthogonal. Then A = QR, as desired.

Example Consider
4 1 1
A=11 4 1
1 1 4
Then
w® = [.985599, .119573, .119573]"

—424264 —212132 —212132
A, = P4 = 0 362132 621321
0 621321 3.62132

w® = [0, .996393, .0848572]"

—424264 -212132 —2.12132
R=Pd,= 0 ~ —3.67423 ~1.22475
0 0 3.46410

For the factorization 4 = QR, evaluate Q = P, P,. But in most applications, it
would be inefficient to explicitly produce Q. We comment further on this shortly.
Since Q orthogonal implies det(Q) = +1, we have

|det (4) | =|det Q) det (R)| =|det (R) | = 53.9999



614 THE MATRIX EIGENVALUE PROBLEM

This number is consistent with the fact that the eigenvalues of 4 are A = 3,3, 6,
and their product is det(4) = 54.

Discussion of the QR factorization It is useful to know to what extent the
factorization A = QR is unique. For A nonsingular, suppose

A=0Q,R =(0Q,R, (9.3.15)
Then R, and R, must also be nonsingular, and

QzTQl = Rle_l

‘The inverse of an upper triangular matrix is upper triangular, and the product of

two upper triangular matrices is upper triangular. Thus R,R; ! is upper triangu-
lar. Also, the product of two orthogonal matrices is orthogonal; thus, the product
070, is orthogonal. This says R,R; ! is orthogonal. But it is not hard to show
that the only upper triangular orthogonal matrices are the diagonal matrices. For
some diagonal matrix D,

R,R['=D
Since R,R;} is orthogonal,
Di=1

Since we are only dealing with real matrices, D has diagonal elements equal to
+1 or —1. Combining these results,

0,=0,D R,=DR, (9.3.16)

This says the signs of the diagonal elements of R in 4 = QR can be chosen
arbitrarily, but then the rest of the decomposition is uniquely determined.

Another practical matter is deciding how to evaluate the matrix R of (9.3.13).
Let

A, =PA,_,=[1-2wwT]4 | r=1,2,...,n-1 (9.3.17)
with Ay = A4, A,_; = R. If we calculate P, and then multiply it times 4,_; to
form A,, the number of multiplications will be

(n—r+1)3+%(n—r+2)(ﬁ—r+l)-

There is a much more efficient method fbr calculating A4,. Rewrite (9.3.17) as
A=A, = 2w w074, _ ] (9.3.18)

First calculate w(™T4,_,, and then calculate w(”[w(?74 _.] and 4,. This re-
quires about

An—r)(n—r+1)+(n—r+ i) (9.3.19)
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multiplications, which shows (9.3.18) is a preferable way to evaluate each 4, and
finally R = A,_,. This does not include the cost of obtaining w(”, which was
discussed earlier, following (9.3.10).

If it is necessary to store the matrices Py, ..., P,_, for later use, just store each
column w'”, r=1,..., n — 1. Save the first nonzero element of w("), the one in
position r, in a special storage location, and save the remaining nonzero elements
of w(", those in positions r + 1 through n, in column r of the matrix 4, and R,
below the diagonal. The matrix Q of (9.3.14) could be produced explicitly. But as
the construction (9.3.18) shows, we do not need Q explicitly in order to multiply
it times some other matrix. :

The main use of the QR factorization of A4 will be in defining the QR method
for calculating the eigenvalues of A, which is presented in Section 9.5. The
factorization can also be used to solve a linear system of equations Ax = b. The
factorization leads directly to the equivalent system Rx = Q7b, and very little

error is introduced because Q is orthogonal. The system Rx = QTb is upper -

triangular, and it can be solved in a stable manner using back substitution. For 4
an ill-conditioned matrix, this may be a superior way to solve the linear system
Ax = b. For a discussion of the errors involved in obtaining and using the QR
factorization and for a comparison of it and Gaussian elimination for solving
Ax = b, see Wilkinson (1965, pp. 236, 244—249). We pursue this topic further in
Section 9.7, when we discuss the least squares solution of overdetermined linear
systems.

The transformation of a symmetric matrix to tridiagonal form- Let 4 be a real
symmetric matrix. To find the eigenvalues of A, it is usually first reduced to
tridiagonal form by orthogonal similarity transformations. The eigenvalues of the
tridiagonal matrix are then calculated using the theory of Sturm sequences,
presented in Section 9.4, or the QR method, presented in Section 9.5. For the
orthogonal matrices, we use the Householder matrices of (9.3.3).

Let

Po=T— 2wl D07 poq  p—2 (9.3.20)
with w("*1 defined as in (9.3.2):
wr+d) = [0, s O W1yt w"]T

[Note the change in notation from that of the P, of (9.3.12) used in defining the
QR factorization.] The matrix ‘

A, = PJAP, = P,AP,

is similar to A4, the element a,, is unchanged, and 4, will be symmetric. Produce
w® and P, to obtain the form

P\ Ay = [ay, 521,0,...,0]T

for some dy,. The vector A4,, is the first column of A. Use (9.3.5)—(9.3.10) with
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m=n—1 and
T
d = [021, a31" v anl]

For example, from (9.3.8),

a = —sign(ay)ya3 + - +aj

Having obtained P, and P, A, postmultiplication by P, will not change the
first column of P, A. (This should be checked by the reader.) The symmetry of 4,
follows from

AT = (P,AP,)" = PTATPT = P AP, = A4,

Since A, is symmetric, the construction on the first column of 4 will imply that
A, has zeros in positions 3 through n of both the first row and column.
Continue this process, letting

Ar+l = Pr7‘-ArPr r= 1’2’---, n—2 (9.3.21)

with 4, = 4. Pick P, to introduce zeros into positions r + 2 through n of
column r. Columns 1 through r —1 will remain undisturbed in calculating
P_A,_,, due to the special form of P.. Pick the vector w("*1 in analogy with the
preceding description for w®.

The final matrix T = 4, _, is tridiagonal and symmetric.

—‘11 B, 0 o 0
B, « B :
0
r=|% B @& (9.3.22)
qn—l Bn—l
L 0 T Bn—l a, B

This will be a much more convenient form for the calculation of the eigenvalues
of A, and the eigenvectors of A can easily be obtained from those of T.
T is related to 4 by

T=0UQ Q=P P, (9.3.23)
As before with the QR factorization, we seldom produce Q.explicitly, preferring
to work with the individual matrices P, in analogy with (9.3.18). For an

eigenvector x of A, say Ax = Ax, we have

Tz=Az x=0 (9.3.24)
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If we produce an orthonormal set of eigenvectors { z;} for T, then {Qz;} will be
an orthonormal set of eigenvectors for 4, since Q preserves length and angles

(see Problem 13 of Chapter 7).

Example Let

Then
o ‘0 2 1 r
A N 3

1 0 0

0 3 4

P, = 5 s

. ¢ 3

L 5 5

1 -5 0
IE 14
T=Pl4P, = 25 25
14 23
0 —_ —_—
i 25 25

For an error analysis of this reduction to tridiagonal form, we give some
results from Wilkinson (1965). Let the computer arithmetic be binary floating-
point with rounding, with 7 binary digits in the mantissa. Furthermore, assume
that all inner products

m
Z a;b,
i=1

that occur in the calculation are accumulated in double precision, with rounding
to single precision at the completion of the summation. These inner products
occur in a variety of places in the computation of T from A. Let T denote the
actual symmetric tridiagonal matrix that is computed from A using the preceding
computer arithmetic. Let P, denote the actual matrix produced in converting
A,_,to A, let P_be the theoretically exact version of this matrix if no rounding
errors occurred, and let Q = P; --- P__, be the exact product of these P, an
orthogonal matrix.

Theorem 9.4 Let A be a real 'symmetric matrix of order n. Let T be the real
symmetric tridiagonal matrix resulting from applying the House-
holder similarity transformations (9.3.20) to 4, as in (9.3.21).
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Assume the floating-point arithmetic used has the characteristics
described in the preceding paragraph. Let {A;} and {7} be the
eigenvalues of A and 7, respectively, arranged in increasing order.

Then
. 1,2
Z ("'i - Ai)z :
=l <2 (9.3.25)
2N
i=1
with

2n--4

¢, =25(n — 1)[1 + (12.36)27]

For small and moderate values of #, ¢, = 25(n — 1).

Proof From Wilkinson (1965, p. 161) using the Frobenius matrix norm F,

F(T - QT4Q) < 2x(n— 1)1 + x)*"*F(4)  (9.3.26)

with x = (12.36)27" From the Wielandt—-Hoffman result (9.1.19) of
Theorem 9.3, we have

n 1/2
{; (’ri - Ai)z} = F('f - QTAQ) (9-3-27)

since 4 and Q7AQ have the same eigenvalues. And from Problem 28(b)
of Chapter 7,

n 1/2
r- | £

Combining these results yields (9.3.25). v E

For a further discussion of the error, including the case in which inner
products are not accumulated in double precision, see Wilkinson (1965, pp.
297-299). The result (9.3.25) shows that the reduction to tridiagonal form is an
extremely stable operation, with little new error introduced for the eigenvalues.

Planar rotation orthogonali matrices There are other classes of orthogonal
matrices that can be used in place of the Householder matrices. The principal
class is the set of plane rotations, which can be given the geometric interpretation
of rotating a pair of coordinate axes through a given angle # in the plane of the
axes. For integers k, /, 1 < k < I < n, define the n X n orthogonal matrix R/
by altering four elements of the identity matrix I,. For any real number 8, define
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the elements of R by

cosf (i,j)=(k,k) or (L1I)
Rk D = sind (i, j) = (k,1)
iJ —-sind (i, j)= (1 k)
(1,):;; allother (i, j)

(9.3.28)

forl1<i, j<n
Example For n =3,
cosd O siné

RA3) = 0
—sinf 0 cosé

—
)

As a particular case, take § = 7 /4. Then

1 0 1
V2 V2
R(1.3) = 0 1
1 0 1
V2 V2

The plane rotations R*-/) can be used to accomplish the same reductions for
which the Householder matrices are used. In most situations, the Householder
matrices are more efficient, but the plane rotations are more efficient for part of
the QR method of Section 9.5. The idea of solving the symmetric matrix
eigenvalue problem by first reducing it to tridiagonal form is due to W. Givens in
1954. He also proposed the use of the techniques of the next section for the
calculation of the eigenvalues of the tridiagonal matrix. Givens used the plane
rotations R*-9 and the Householder matrices were introduced in 1958 by A.
Householder. For additional discussion of rotation matrices and their properties
and uses, see Golub and Van Loan (1983, sec. 3.4), Parlett (1980, sec. 6.4),
Wilkinson (1965, p. 131), and Problems 15 and 17(b).

9.4 The Eigenvalues of a Symmetric Tridiagonal Matrix

Let T be a real symmetric tridiagonal matrix of order n, as in (9.3.22). We
compute the characteristic polynomial of T and use it to calculate the eigenvalues
of T.

To compute

f(A) = det (T = AI) (9.4.)
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introduce the sequence

a;— A B, o0 - 0
B ay—A B,
fi(X) = det 0 .. (9.4.2)
’ B
|0 e Bioi e — A

for 1 < k < n, and fy(A) = 1. By direct evaluation,
fid) = =X
HA) = (az = A)(ey = A) — B}
= (e, = M) A1(X) ~ Bif(X)

The formula for f,(A) illustrates the general triple recursion relation that the
sequence { f,(A\))} satisfies:

i) = (@ = N)fio (X)) = Bisifia{A)  2<k<n (943)
To prove this, expand the determinant (9.4.2) in its last row using minors and the
result will follow easily. This method for evaluating f,(A) will require 2n — 3
multiplications, once the coefficients { 87} have been evaluated.

Example Let

21 0 0 0 O
1 21 0 0 O
_|/0 1 2 1 0 0
T= 00 1 2 1 0 (9.4.4)
0 0 01 2 1
6 0 0 0 1 2

Then
fo(>\)=1 fl(}‘)=2">‘
j;()\) =(2- )\)fj_l()\) —j}_z()\) j=12,3,4,5,6 (9.4.5)

Without the triple recursion relation (9.4.5), the evaluation of f,(A) would be
much more complicated.

At this point, we might consider the problem as solved since f,(A) is a
polynomial and there are many polynomial rootfinding methods. Or we might
use a more general method, such as the secant method or Brent’s method, both
described in Chapter 2. But the sequence { f,(A)|0 < k < n} has special proper-
ties that make it a Sturm sequence, and these properties make it comparatively
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easy to isolate the eigenvalues of 7. Once the eigenvalues have been isolated, a
method such as Brent’s method [see Section 2.8] can be used to rapidly calculate
the roots. The theory of Sturm sequences is discussed in Henrici (1974, p. 444),
but we only consider the special case of { f,(A)}.

Before stating the consequences of the Sturm theory for { f,(A)}, we consider
what happens when some 8, = 0. Then the eigenvalue problem can be broken
apart into two smaller eigenvalue problems of orders / and n — I. As an example,
consider

(@, B, 0 0 0]
B, @, 0 0 0
T={0 0 a B O
0 0 B a B

[0 0 0 B as]

Define T; and T, as the two blocks along the diagonal, of orders 2 and 3,
T I, O
I

det [T — AL] = det[T, — AL]det [T, — AL]

- respectively, and then

From this,

and we can find the eigenvalues of T by finding those of T; and T,. The
eigenvector problem also can be solved in the same way. For example, if
T3£ = Ax, with £ # 0 in R?, define

x = [£7,0,0,0]"

Then Tx = Ax. This construction can be used to calculate a complete set of
eigenvectors for T from those for T and T,. For the remainder of the section, we
assume that all B, # 0 in the matrix T. Under this assumption, all eigenvalues of
T will be simple roots of f,(A).

The Sturm sequence property of { fi(\)} The sequences { f,(a)} and { f,(b))
can be used to determine the number of roots of f,(A) that are contained in
[a, b}. To do this, introduce the following integer-valued function s(A). Define
s(A) to be the number of agreements in sign of consecutive members of the
sequence { f,(A)}, and if the value of some member f(A) =0, let its sign be
chosen opposite to that of f;_;(A). It can be shown that f(A) =0 implies

f—1(A) % 0.

Examj)le Consider the sequence fy(A),..., fs(A) given in (9.4.5) of the last
example. For A = 3,

(LMoo, f(A)) = (1, -1,0,1,-1,0,1)
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The corresponding sequence of signs is
(. =04, 4, = 4, +)
and s(3) = 2.

We now state the basic result used in computing the roots of f,(A) and thus
the eigenvalues of T. The proof follows from the general theory given in Henrici
(1974).

Theorem 9.5 Let T be a real symmetric tridiagonal matrix of order n, as given
in (9.3.22). Let the sequence { f,(A)]|0 < k < n} be defined as in
(9.4.2), and assume all 8, # 0, / = 1,..., n — 1. Then the number
of roots of f,(A) that are greater than A = a is given by s(a),
which is defined in the preceding paragraph. For a < b, the
number of roots in the interval @ < A < b is given by s(a) — s(b).

Calculation of the eigenvalues Theorem 9.5 will be the basic tool in locating
and separating the roots of f (A). To begin, calculate an interval that contains
the roots. Using the Gerschgorin circle Theorem 9.1, all eigenvalues are contained
in the interval [a, b}, with

a= Mﬁn {a,-— 1Bl — IBi—l]}

I<i<n

b= Max {a+ |B] + 1811}

l<i<n

where 8, = 8, = 0.

We use the bisection method on [a, b] to divide it into smaller subintervals.
Theorem 9.5 is used to determine how many roots are contained in a subinterval,
and we seek to obtain subintervals that will each contain one root. If some
eigenvalues are nearly equal, then we continue subdividing until the root is found
~ with sufficient accuracy. Once a subinterval is known to contain a single root, we

- can switch to a more rapidly convergent method. ’

Example Consider further the example (9.4.4). By the Gerschgorin Theorem
9.1, all eigenvalues lie in [0,4]. And it is easily checked that neither A = 0 nor
A = 4 is an eigenvalue. A systematic bisection process was carried out on [0, 4] to
separate the six roots of f,(A) into six separate subintervals. The results are
shown in Table 9.2 in the order they were calculated. The roots are labeled as
follows:

The roots can be found by continuing with the bisection method, although
Theorem 9.5 is no longer needed. But it would be better to use some other -
rootfinding method. : )

Although all roots of a tridiagonal matrix may be found by this technique, it is
generally faster in that case to use the QR algorithm of the next section. With

-
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Table 9.2 Example of use of Theorem 9.5

A ALY s(A) Comment
0.0 7.0 6 Ag>0
4.0 7.0 0 A <4
20 —1.0 3 Ay <2<y
1.0 1.0 4 Ay <l<dg<2
5 —1.421875 5 0<A<05<A5<1
30 1.0 2 2<A; <3<y
3.5 —1.421875 1 3<A,<35<A;, <4

large matrices, we usually do not want all of the roots, in which case the methods
of this section are preferable. If we want only certain specific roots, for example,
the five largest or all roots in a given interval or all roots in [1, 3], then it is easy to
locate them using Theorem 9.5.

9.5 The QR Method

At the present time, the QR method is the most efficient and widely used general
method for the calculation of all of the eigenvalues of a matrix. The method was
first published in 1961 by J. G. F. Francis and it has since been the subject of
intense investigation. The QR method is quite complex in both its theory and
application, and we are able to give only an introduction to the theory of the
method. For actual algorithms for both symmetric and nonsymmetric matrices,
refer to those in EISPACK and Wilkinson and Reinsch (1971).
Given a matrix A, there is a factorization

A= QR

with R upper triangular and Q orthogonal. With A real, both Q and R can be
chosen real; their construction is given in Section 9.3. We assume A is real
throughout this section. Let 4, = 4, and define a sequence of matrices 4,, Q,.,
and R, by ‘

m--m

A, =0Q,R A,.,,=R,0, m=12,... (9.5.1)

Since R,, = QT 4,, we have

m m?

Am+1 = Q;AQO (952)

The matrix A4, is orthogonally similar to 4,,, and thus by induction, to 4.
The sequence {4,,} will converge to either a triangular matrix with the
eigenvalues of A4 on its diagonal or to a near-triangular matrix from which the
eigenvalues can be easily calculated. In this form the convergence is usually slow,
and a technique known as shifting is used to accelerate the convergence. The
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technique of shifting will be introduced and illustrated later in the section.

Example Let
21 0
4,=11 3 1 (9.5.3)
01 4

The eigenvalues are
1 =3+V3247321 A,=30 A,=3-V3 =1.2679

The iterates 4, do not converge rapidly, and only a few are given to indicate the
qualitative behavior of the convergence:

[3.0000 1.0954 0 ] [3.7059 9558 0
A, = |1.0954 3.0000 —1.3416 A;=| 9558  3.5214 9738
| 0 —-1.3416  3.0000 | | o 9738 1.7727 |
[4.6792 2979 0 ] [4.7104 1924 0o
A, =1 2979 3.0524 0274 Ag=1] 1924  3.0216 -.0115
| 0 0274 1.2684 | | 0 - 0115  '1.2680 |
(4.7233 1229 0 ] 4.7285 0781 0
Ag=1| 1229 3.0087 0048 A= 0781 3.0035 —.0020
| 0 0048 1.2680 | 0 —.0020 1.2680 |

The elements in the (1,2) position decrease geometrically with a ratio of about
.64 per iterate, and those in the (2, 3) position decrease with a ratio of about .42
per iterate. The value in the (3, 3) position of 4,5 will be 1.2679, which is correct

to five places.

The preliminary reduction of 4 to simpler form The QR method can be
relatively expensive because the QR factorization is time-consuming when re-

_ peated many times. To decrease the expense the matrix is prepared for the QR
method by reducing it to a simpler form, one for which the QR factorization is

much less expensive.

If 4 is symmetric, it is reduced to a similar symmetric tridiagonal matrix
exactly as described in Section 9.3. If 4 is nonsymmetric, it is reduced to a
similar Hessenberg matrix. A matrix B is Hessenberg if

b;=0 foralli>j+1 - (9.5.4)
It is upper triangular except for a single nonzero subdiagonal. The matrix 4 is
reduced to Hessenberg form using the same algorithm as was used for reducing
symmetric matrices to tridiagonal form.

With A tridiagonal or Hessenberg, the Householder matrices of Section 9.3
take a simple form when calculating the QR factorization. But generally the
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plane rotations (9.3.28) are used in place of the Householder matrices because
they are more efficient to compute and apply in this situation. Having produced
A, = O\R, and 4, = R,Q,, we need to know that the form of 4, is the same as
that of 4, in order to continue using the less expensive form of QR factorization.

Suppose A, is in the Hessenberg form. From Section 9.3 the factorization
A; = O, R, has the following value of Q;:

Q0,=H,...H,_, (9.5.5)
with each H, a Householder matrix (9.3.12):
H =I-2wPw®T  1<k<n-1 (9.5.6)

Because the matrix A4, is of Hessenberg form, the vectors w*) can be shown
to have the special form

w® =0 fori<kandi>k+1 (9.5.7)

This can be shown from the equations for the components of w'®, and in
particular (9.3.10). From (9.5.7), the matrix H, will differ from the identity in
only the four elements in positions (k, k), (k,k + 1), (k + 1,k), and (k + 1,
k + 1). And from this it is a fairly straightforward computation to show that Q, .
must be Hessenberg in form. Another necessary lemma is that the product of an
upper triangular matrix and a Hessenberg matrix is again Hessenberg. Just
multiply the two forms of matrices, observing the respective patterns of zeros, in
order to prove this lemma. Combining these results, observing that R; is upper
triangular, we have that 4, = R,Q, must be in Hessenberg form.

If A, is symmetric and tridiagonal, then it is trivially Hessenberg. From the
preceding result, 4, must also be Hessenberg. But A, is symmetric, since

AT = (074,0,)" = 07470, = 0740, = 4,

Since any symmetric Hessenberg matrix is tridiagonal, we have shown that 4, is
tridiagonal. Note that the iterates in the example (5.5.3) illustrate this result.

Convergence of the OR method Convergence results for the QR method can be
found in Golub and Van Loan (1983, secs. 7.5 and 8.2), Parlett (1968), (1980,
chap. 8), and Wilkinson (1965, chap. 8). The following theorem is taken from the
latter reference. ’

Theorem 9.6 Let A be a real matrix of order n, and let its eigenvalues {A;}
satisfy : '

At > Agf - > A, >0 (9.5.8)

Then the iterates R, of the QR method, defined in (9.5.1), will
converge to an upper triangular matrix D, which contains the
eigenvalues {A;} in the diagonal positions. If 4 is symmetric, the
sequence {4, } converges to a diagonal matrix. For the speed of
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convergence,

i+1

A

i

(|1D ~ 4, < cMax (9.5.9)

As an example of this error bound, consider the example (9.5.3). In it, the
ratios of the successive eigenvalues are

>
[ %]
>‘l>"
w

™~

= 42 (9.5.10)

If any one of the off-diagonal elements of 4,, in the example is examined, it will
be seen to decrease by one of the factors in (9.5.10).

For matrices whose eigenvalues do not satisfy (9.5.8), the iterates 4, may not
converge to a triangular matrix. For 4 symmetric, the sequence {4,} will
converge to a block diagonal matrix

B,
A, —> D= . (9.5.11)

0o B

'

in which all blocks B; have order 1 or 2. Thus the eigenvalues of 4 can be easily
computed from those of D. If A4 is real and nonsymmetric, the situation is more
complicated, but acceptable. For a discussion, see Wilkinson (1965, chap. 8) and
Parlett (1968).

To see that {A4,,} does not always converge to a diagonal matrix, consider the

simple symmetric example

[y

Its eigenvalues are A = £ 1. Since 4 is orthogonal, we have
A=0Q:R;, with @,=4 R;=1
And thus
A, =R 0, =4

and all iterates A, = A. The sequence {A4,,} does not converge to a diagonal
matrix. .

The QR method with shift The QR algorithm is generally applied with a shift
of origin for the eigenvalues in order to increase the speed of convergence. For a
sequence of constants {c,,}, define 4; = 4 and

A,—c,d=0,R,
Ap=c,J+R, 0, m=12.. (9.5.12)
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The matrices 4, are similar to A,, since
R,=07(4,, -c,I)
Apir = Cul + Qn( 4, =, 1)Q,,
=c, I+ 0T4,0,—c,.I
Apir =Q1A,0, m=21 (9.5.13)
The eigenvalues of A4,,,, are the same as those of 4, and thence the same as

those of 4.
To be more specific on the choice of shifts { c,, }, we consider only a symmetric

tridiagonal matrix A. For 4,,, let

o™ BM 0 0
B{™ g™ Bim™
A4,=1 0 . (9.5.14)
' B
| 0 e BT al™ |

There are two methods by which {c,,} is chosen: (1) Let ¢,, = a{™, and (2) let
¢,, be the eigenvalue of

AT o N

which is closest to al™. The second strategy is preferred, but in either case the
matrices A,, converge to a block diagonal matrix in which the blocks have order
1 or 2, as in (9.5.11). It can be shown that either choice of {¢,,} ensures

B{MBIM, >0  as m— oo (9.5.16)

generally at a much more rapid rate than with the original QR method (9.5.1).
From (9.5.13), '

N4 msrlls = 197 ARl = Al

using the operator matrix norm (7.3.19) and Problem 27(c) of Chapter 7. The
matrices { A, } are uniformly bounded, and consequently the same is true of their

~ elements. From (9.5.16) and the uniform boundedness of { 8{™}} and { B{™}}, we

have either B{™) — 0 or B{™) — 0 as m — 0. In the former case, a{™ converges
to an eigenvalue of A. And in the latter case, two eigenvalues can easily be
extracted from the limit of the submatrix (9.5.15). '

Once one or two eigenvalues have been obtained due to B{™) or B{™) being
essentially zero, the matrix A, can be reduced in order by one or two rows,
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respectively. Following this, the QR method with shift can be applied to the
reduced matrix. The choice of shifts is designed to make the convergence to zero
be more rapid for B{™)B{™) than for the remaining off-diagonal elements of the
matrix. In this way, the QR method becomes a rapid general-purpose method,
faster than any other method at the present time. For a proof of convergence of
the QR method with shift, see Wilkinson (1968). For a much more complete
discussion of the QR method, including the choice of a shift, see Parlett (1980,
chap. 8).

Example Use the previous example (9.5.3), and use the first method of choosing
the shift, ¢, = a{™. The iterates are

1 0 ' 1.4000 4899 0

2

A4=11 3 1 A, =| 4899 32667 7454
0 1 4 0 7454 4.3333 |
(120915 2017 0 | (12737 0993 0 ]

Ay=| 2017 30202 2724| A,=| 0993 29943 0072
| 0 2724 4.6884 | 0 0072 4.7320 |
[1.2694 0498 0 |

As=| 0498 29986 0
L 0 0 47321

The element B{™ converges to zero extremely rapidly, but the element B{™
converges to zero geometrically with a ratio of only about .5.

Mention should be made of the antecedent to the QR method, motivating
much of it. In 1958, H. Rutishauser introduced an LR method based on the
Gaussian elimination decomposition of a matrix into a lower triangular matrix
times an upper triangular matrix. Define ‘

A,=L_R, A, . =R,L =L"4,L,

with L lower triangular, R, upper triangular. When applicable, this method
will generally be more efficient than the QR method. But the nonorthogonal
similarity transformations can cause a deterioration of the conditioning of the
eigenvalues of some nonsymmetric matrices. And generally it is a more com-
plicated algorithm to implement in an automatic program. A complete discussion
is given in Wilkinson (1965, chap. 8).

9.6 The Calculation of Eigenvecfors and Inverse Iteration

The most powerful tool for the calculation of the eigenvectors of a matrix is
inverse iteration, a method attributed to H. Wielandt in 1944. We first define and
illustrate inverse iteration, and then comment more generally on the calculation
of eigenvectors.
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To simplify the analysis, let 4 be a matrix whose Jordan canonical form is
diagonal,

P7AP = diag{A,,...,A,] (9.6.1)
Let the columns of P be denoted by x,,..., x,. Then

Ax,=XAx; i=1,...,n (9.6.2)
Without loss of generality, it can also be assumed that jjx;}| , = 1, for all i.

Let A be an approximation to a simple eigenvalue A, of 4. Given an initial
2@, define {w(™} and {z‘™} by

w(m+1)

(A - )\I)W('"+l) = z(m z{m*h = W m > 0. (9.6.3)

This is essentially the power method, with (4 —A )™ replacing A4 in (9.2.2)-(9.2.3);
and for simplicity in analysis and implementation, we replace 8, by jw* "} .. The
matrix A — A/ is ill-conditioned from the viewpoint of the material in Section 8.4 of
Chapter 8. But any resulting large perturbations in the solution will be rich in the ei-
genvector X, of the eigenvalue A, — A for A — A I, and this is the vector we desire. For a
further discussion of this source of instability in solving the linear system, see the ma-
terial following formula (8.4.8) in Section 8.4. For the method (9.6.3) to work, we do
not want 4 —AJ to be singular. Thus A shouldn’t be exactly A, although it can be
quite close, as a later example demonstrates. _

For a more precise analysis, let z® be expanded in terms of the eigenvector
basis of (9.6.2):

2@ =Y a,x, (9.6.4)

i=1

And assume a; # 0. In analogy with formula (9.2.4) for the power method, we
can show

0, (A~ AI)™"z®

= an e, el = 6
Using (9.6.4),
(A-AI)"":O = Z a,-[ . ]mx,. " (9.6.6)
jm1 }‘i -A

‘Let A, — A = ¢, and assume

N, —Al2e¢>0 i=1,...,n i#k (9.6.7)
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From (9.6.6) and (9.6.5),

a; 1 "
Xt em L —[m] x;

; [+ 4
M= ik *L (9.6.8)
+em) - "
T ik O [ A= A H o
with |g,| = 1. If {¢] < c, then
Zai[ : ]m Hmz = (9.6.9)
) —|—— xl <|- — 6.
iak Q[ A A o €l ikl %

This quantity goes to zero as m — co. Combined with (9.6.8), this shows z{™
converges to a multiple of x, as m — oco. This convergence is linear, with a ratio
of |¢/c| decrease in the error in each iterate. In practice |¢| is quite small and
this will usually mean |e/c| is also qultc small, ensuring rapid convergence.

In implementing (9.6.3), begin by factoring A — A using the LU decomposi-
tion of Section 8.1 of Chapter 8. To simplify the notation, write

A-AN=LU

in which pivoting is not involved. In practice, pivoting would be used. Solve for
each iterate z(™*1 as follows:

Ly(m+l) — z(m) Uw(m+l) =y(m+1)

w(m+ 1)

2(m+D = (9.6.10)

fiw Dl

Since 4 — A/ is nearly singular, the last diagonal element of U will be nearly
zero. If it is exactly zero, then change it to some small number or else change A
very slightly and recalculate L and U.

For the initial guess z®, Wilkinson (1963, p. 147) suggests using

0=l e=[1,1,...,1]7
Thus in (9.6.10),
y(l) =¢ Uw(m) =g (9.6.11)

This choice is intended to ensure that a, is neither nonzero nor small in (9.6.4).
But even if it were small, the method would usually converge rapidly. For
example, suppose that some or all of the values a,/a, in (9.6.9) are about 10°.
And suppose |¢/c| = 1073, a realistic value for many cases. Then the bound in
(5.6.9) becomes

(10735)™. . 104

and this will- decrease very rapidly as m increases.
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Example Use the earlier matrix (9.5.8).

2 1 0
A=1{1 3 1 (9.6.12)
0 1 4
‘Let A = 1.2679 = A;=3-— V3, which is accurate to five placeé. This leads to
1.0 0 0 7321 1.0 0
L=1]13659 1.0 0| U= 0 3662 1.0
0 27310 1.0 0 0 .0011

subject to the effects of rounding errors. Using y® = [1,1,1]7,
w® = [3385.2, —2477.3, 908.20]7
z® = [1.0000, —.73180, .26828]"
w® = [20345, —14894, 5451.9]7
2@ = [1.000, —.73207, 26797]" (9.6.13)

and the vector of z® = z®, The true answer is -
x;=[1,1-v3,2—-y3]"
= [1.0000, — 73205, .26795]" (9.6.14)

and z® equals x, to within the limits of rounding error accumulations.

Eigenvectors for symmetric tridiagonal matrices Let 4 be a real symmetric
tridiagonal matrix of order n. As previously, we assume that some or all of its
eigenvalues have been computed accurately. Inverse iteration is the preferred
method of calculation for the eigenvectors, and it is quite easy to implement. For
A an approximate eigenvalue of 4, the calculation of the LU decomposition is
inexpensive in time and storage, even with pivoting. For example, see the
material on tridiagonal systems in Section 8.3 of Chapter 8. The previous
numerical example also illustrates the method for tridiagonal matrices.

Some error results are given as further justification for the use of inverse
iteration. Suppose that the computer arithmetic is binary floating point with
rounding and with 7 digits in the mantissa. In Wilkinson (1963, pp. 143-147) it is
shown that the computed solution W of

(4 = ADwm*D = z(m
is the exact solution of
(A—=AI[+ E)W =2z (9.6.15)
with ,
|E)l, < Kyn - 27" (9.6.16)
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for some constant K of order unity. This bound is of the size that would be
expected from errors of the order of the rounding error.

If the solution ¥ of (9.6.15) is quite large, then it will be a good approximation
to an eigenvector of A. To prove this, we begin by introducing

w
I=—
%11,
Then
2(m)
(A4 =M+ E)f = —
IR
2(’")
=(4-AD)f= —Ef+ ——
n=td-ADE= —E2r s

Using ||z}, < Vnllz™}|, < Vn, the residual 7 satisfies

lnl, = EW,+—
il

< KVn -2+ ‘/; (9.6.17)
i,

which is small if |W}|, is large. To prove that this implies 7 is close to an
eigenvector of 4, we let {x,;Ji = 1,..., n} be an orthonormal set of eigenvectors.
And assume

I

A=), =Y ax; JEPE=Yal=1
il 1

with A, an isolated eigenvalue of 4. Also, suppose
A=Al zc>0 all i*k
with '
c> A, — Al
With these assumptions, we can now derive a bound for the error in 7.

Expanding 7 using the eigenvector basis:

n=A5—-A2= 2o\, = A)x;
1

i3 = La(A, = A)
1

> Tat(A -2 2T o?

ink sk

_ 1
Y, of < i3
ik 4
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which is quite small using (9.6.17). From ||£]| = 1, this implies a, = 1 and

1
2 — apxill, = 1/ > o < —|ll, (9.6.18)
itk 4

showing the desired result. For a further discussion of the error, see Wilkinson
(1963, pp. 142-146) and (1965, pp. 321-330).

Another method for calculating eigenvectors would appear to be the direct
solution of

(A-ADx=0

after deleting one equation and setting one of the unknown components to a
nonzero constant, for example x;, = 1. This is often the procedure used in
undergraduate linear algebra courses. But as a general numerical method, it can
be disastrous. A complete discussion of this problem is given in Wilkinson (1965,
pp- 315-321), including an excellent example. We just use the previous example
to show that the results need not be as good as those obtained with inverse
iteration.

Example Consider the preceding example (9.6.12) with A = 1.2679. We con-
sider (4 — AI)x = 0 and delete the last equation to obtain

T321x, +x,=0
x, + 1.7321x, + x3 =0
Taking x; = 1.0, we have the approximate eigenvector
x = [1.0000, —.73210, .26807]

Compared with the true answer (9.6.14), this is a slightly poorer result than
(9.6.13) obtained by inverse iteration. In general, the results of using this
approach can be very poor, and great care must be taken when using it.

The inverse iteration method requires a great deal of care in its implementa-
tion. For dealing with a particular matrix, any difficulties can be dealt with on an
ad hoc basis. But for a general computer program we have to deal with
eigenvalues that are multiple or close together, which can cause some difficulty if
not dealt with carefully. For nonsymmetric matrices whose Jordan canonical
form is not diagonal, there are additional difficulties in selecting a correct basis of
eigenvectors. The best reference for this topic is Wilkinson (1965). Also see
Golub and Van Loan (1983, pp. 238-240) and Parlett (1980, pp. 62—69). For
several excellent programs, see Wilkinson and Reinsch (1971, pp. 418-439) and
Garbow et al. (1977).

9.7 Least Squares Solution of Linear Systems

We now consider the solution of overdetermined systems of linear equations

Yax;=b i=1l..,m (9.7.1)
j=1
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with m > n. These systems arise in a variety of applications, with the best known
being the fitting of functions to a set of data {(¢,, b;}{i = 1,..., m}, about which
we say more later. It might appear that the logical place for considering such
systems would be in Chapter 8, but some of the tools used in the solution of
(9.7.1) involve the orthogonal transformations introduced in this chapter. The
numerical solution of (9.7.1) can be quite involved, both theoretically and
practically, and we give only some major highlights of the subject.

An overdetermined system (9.7.1) will generally not have a solution. For that
reason, we seek a vector x = (x,..., x,) that solves (9.7.1) approximately in

-some sense. Introduce

A=[aij] x=[x1,...,xn]T b=[b1:---,bm]T'
with A m X n. Then (9.7.1) can be written as
‘ Ax =b (9.7.2)

For simplicity, assume 4 and b are real. Among the possible ways of finding an
approximate solution, we can seek a vector x that minimizes

[l4x — bli, (9.7.3)

for some p, 1 < p < co. In this section, only the classical case of p=2 is
considered, although in recent years, much work has also been done for the cases

p=1land p= o

The solution x* of
Minimize||4x — b||, (9.7.4)
xeR”

is called the least squares solution of the linear system Ax = b. There are a
number of reasons for this approach to solving Ax = b. First, it is easier to
develop the theory and the practical solution techniques for minimizing
{lAx — bll,, partly because it is a continuously differentiable function of
Xy,.-., X,. Second, the curve fitting problems that lead to systems (9.7.1) often
have a statistical framework that leads to (9.7.4), in preference to minimizing
lAx — b||, with some p + 2.

To better understand the nature of the solution of (9.7.4), we give the
following theoretical construction. It also can be used as a practical numerical
approach, although there are usually other more efficient constructions. Crucial
to the theory is the singular value decomposition (SVD)

™ ... 0
0 -
R
0
VIAU=F = .. (9.7.5)
0
L_O o O_.
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The matrices U and V are orthogonal, and the singular values p, satisfy
Bp2pyz - 2p.>0

See Theorem 7.5 in Chapter 7 for more information; and later in this section, we
describe a way to construct the SVD of 4.

Theorem 9.7 Let A be real and m X n, m > n. Define z=U"x, ¢ = V7b.
Then the solution x* = Uz* of (9.7.4) is given by

== i=1,..r (9.7.6)

with z,,,,..., 2, arbitrary. When r = n, x* is unique. When
r < n, the solution of (9.7.4) of minimal Euclidean norm is ob-
tained by setting

z¥=0 i=r+1,...,n (9.7.7)

{

[This is also called the least squares solution of (9.7.4), even
though it is not the unique minimizer of ||4x — b||,.] The mini-
mum in (9.7.4) is given by

Jj=r+1

Cm 1/2 '
||Ax*—b||2=[ Yy c,?} (9.7.8)

Proof Recall Problem 13(a) of Chapter 7. For any x € R” and any orthogonal
matrix P,

1Pxl; = fixil2
Applying this to ||4x — bj|, and using (9.7.5),
lldx — bil, = IV x — ¥ Tbll, = ¥ TAUUx = |,

=|1Fz — ||,

T - m 1/2
= E(l“jzj—cj)z"*' by Cjz] (9.7.9)

j=1 Jj=r+1

Then (9.7.6) and (9.7.8).follow immediately. For (9.7.7), use
r , n 1/2
nﬂm=wm=[2(4)+ )y #]
=1 o mril

with z,,,,..., z, arbitrary according to (9.7.9). Choosing (9.7.7) leads to
a unique minimum value for }|x*||,. |
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Define the n X m matrix

#1—1 0 0

-1

Fr=| : Er o (9.7.10)

and
Ar=UF*yT (9.7.11)

Looking at (9.7.6)—(9.7.8),

x*=Uz*=UFtc= UF*V"p
x* =A% (9.7.12)

The matrix A™* is called the generalized inverse of A, and it yields the least
squares solution of Ax = b. The formula (9.7.12) shows that x* depends linearly
on b. This representation of x* is an important tool in studying the numerical
solution of Ax = b. Some further properties of A* are left to Problems 27 and
28.

To simplify the remaining development of methods for finding x* and
analyzing its stability, we restrict 4 to having full rank, r = n. This is the most
important case for applications. For the singular values of 4,

B2 p,2 s 2p,>0 (9.7.13)
The concept of matrix norm can be generalized to A4, from that given for

square matrices in Section 7.3. Define

Il 4x]l, (9.7.14)

l14]] = Supremum

xeR" "x”z
x#0

It can be shown, using the SVD of A, that

4l = Vr,(4T4) = p, (9.7.15)

In analogy with the error analysis in Section 8.4, define a condition number for
Ax = b by

cond (4), = [14]114*] = ;’— (9.7.16)

n

Using this notation, we give a stability result from Golub and Van Loan (1983,
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p. 141). It is the analogue of Theorem 8.4, for the perturbation analysis of square

nonsingular linear systems.
Let b+ 8b and A + 84 be perturbations of b and A, respectively. Define

x*=A%b #* = (4 +84)" (b + 8b)
r=5b— Ax* F=(b+8b)— (A + 84)%* (9.7.17)
Assume
164} "617”2] 1
€ = Max , < (9.7.18)
[ N4l bl cond (4),
and
il
sin(8) = —— <1 (9.7.19)
( | LIPY

implicitly defining 8, 0 < 6 < /2. Then

1%* — x*|, - 2cond (A4),
<

<e
lx*l cos

+ tanG[cond(A)z]z} + O(€*) (9.7.20)

17— rli;

i <e[l+2cond(4),] Min {1, m —n} + O(e?) (9.7.21)

For the case m = n with rank (4) = n, the residual r will be zero, and then
(9.7.20) will reduce to the earlier Theorem 8.4. .

The preceding results say that the change in r can be quite small, while the
change in x* can be quite large. Note that the bound in (9.7.20) depends on the
square of cond(A4),, as compared to the dependence on cond(A4) for
the nonsingular case with m = n [see (8.4.18)]. If the columns of A are nearly
dependent, then cond(A4), can be very large, resulting in a larger bound in
(9.7.20) than in (9.7.21) [see Problem 34(a)]. Whether this is acceptable or not will
depend on the problem, on whether one wants small values of r or accurate
values of x*.

The least squares data-fitting problem The origin of most overdetermined linear
systems is that of fitting data by a function from a prescribed family of functions.
Let {(¢;, b;)]i =1,..., m} be a given set of data, presumably representing some
function b = g(t). Let @(1),..., ¢,(z) be given functions, -and let F be the
family of all linear combinations of ¢,,..., ¢,:

F= { Y x| x; € R}  0122)

Jj=1
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We want to choose an element of % ‘to approxlmately fit the given data:
lejqaj(t,.) =b; i=1,....m (9.7.23)
j=

This is the system (9.7.1), with a;; = @,(1,).
For statistical modeling reasons, we seek to minimize

. m n 211/2
E(x) = [% > [bi - g xj‘Pj(ti)] jl (9.7.24)

i=

hence the description of fitting data in the sense of least squares. The quantity
E(x*), for which E(x) is a minimum, is called the root-mean-square error in the
approximation of the data by the function

g* (1) = X xro;(1) (9.7.25)
j=1
Using earlier notation,
E(x b— Ax
(x) = ‘/—ll fl2
and minimizing E(x) is equivalent to finding the least squares solution of

(9.7.23). A
Forming the partial derivatives of (9.7.24) with respect to each x;, and setting
these equal to zero, we obtain the system of equations

ATAx = ATb (9.7.26)

This system is'a necessary condition for any minimizer of E(x), and it can also
be shown to be sufficient. The system (9.7.26) is called the normal equation for the
least squares problem. If 4 has rank n, then 474 will be n X n and nonsingular,
and (9.7.26) has a unique solution.

To establish the equivalency of (5.7.26) with the earlier solution of the least
squares problem, we use the SVD,of 4 to convert (9.7.26) to a smpler form.
Substltutmg A = VFUT into (9.7. 26),

UFTFUTx = UF™V7h
Multiply by U, and use the earlier notation z = U”x, ¢ = V7b. Then
FTFz=FT

This gives a complete mathematical equivalence of the normal equation to the
earlier minimization of ||4x — b]|, given in Theorem 9.7.

Assuming that rank (4) = n, the solution x* can be found by solving the
normal equation. Since 4”4 is symmetric and positive definite, the Cholesky
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decomposition can be used for the solution [see (8.3.8)-(8.3.17)]. The effect on x*
of rounding errors will be proportional to both the unit round of the computer
and to the condition number of A74. From the SVD of A, this is easily seen to be

cond (4T4), = i—z = [cond (4),]* (9.7.27)

Thus the sensitivity of x* to errors will be proportional to [cond (4),]?, which is
consistent with the earlier perturbation error bound (9.7.19).

The result (9.7.27) used to be cited as the main reason for avoiding the use of
the normal equation for solving the least squares problem. This is still good
advice, but the reasons are more subtle. From (9.7.19), if ||71l, is nearly zero, then
sin § = 0, and the bound will be proportional to cond (A4),. In contrast, the error
bound for Cholesky’s method will feature [cond (A4),]? which is larger when
cond (A), is large. A second reason occurs when A has columns that are nearly
dependent. The use of finite computer arithmetic can then lead to an approxi-
mate normal equation that has lost vital information present in 4. In such case,
A7A will be nearly singular, and solution of the normal equation will yield much
less accuracy in x* than will some other methods that work directly with Ax = &.
For a more extensive discussion of this, see Lawson and Hanson (1974, pp.

126-129).

Example Consider the data in Table 9.3 and its plot in Figure 9.2. We use a
cubic polynomial to fit these data, and thus are led to minimizing the expression

1 m 4 2712
r-[25 o £

=1 j=1

This yields the overdetermined linear system

4
Yxtit=b i=1,...,m (9.7.28)
j=1

Table 93 Data for a cubic least squares fit

I b, - L b;
0.00 .486 .55 1.102
05 : .866 .60 © 1.099
.10 : .944 - .65 1.017
15 1.144 .70 1.111
20 1.103 5 1.117
25 1.202 .80 1.152
30 1.166 . .85 1.265
35 1.191 .90 1.380
.40 1.124 - .95 1.575
A5 1.095 1.00 1.857
.50 1122




640 THE MATRIX EIGENVALUE PROBLEM

y

Figure 9.2 Plot of data of Table 9.3.

and the normal equations
n m . m
Y xj[x z,!*"—z] = Ytk k=1,2,3,4
j=1 "Li=1 i=1
Writing this in the form (9.7.26),

21 10.5 7.175 5.5125
1105 7.175 5.5125  4.51666

A4 =
7.175 5.5125 4.51666 3.85416
5.5125 4.51666 3.85416 3.38212

ATh = [24.1180, 13.2345, 9.468365, 7.5594405]7' (9.7.29)
The solution is |
x* = [.5747, 4.7259, —11.1282, 7.6687]T (9.7.30)

~ This solution is very censitive to changes in b. This can be inferred from the
condition number

cond (A74) = 12105 (9.7.31)

As a further indication, perturb the right-hand vector A”b by adding it to the
vector

{01, -.01,.01, —.01)"

This is consistent with the size of the errors present in the data values b,. With
. this new right side, the normal equation has the perturbed solution

£* = [.7408, 2.6825, —6.1538, 4.4550] 7

which differs significantly from x*.
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Figure 9.3 The least squares fit g*(t).

The plot of the least squares fit
g*(t) = x¥ + x3t + x3t? + x3°
is shown in Figure 9.3, together with the data. Its root mean square error is
E(x*) = .0421

The columns in the example matrix A for the preceding example has columns
that are almost linearly dependent, and 474 has a lagge condition number. To
improve on this, we can choose a better set of basis functions {g,()} for the
family &, of polynomials of degree < 3. Examining the coefficients of 474,

[ = L o(t)onl)  1siksn (9.7.32)

If the points {¢;} are well distributed throughout the interval [a, b], then the
previous sum, when multiplied by (5 — a)/m, is an approximation to

JRXOLIOY

To obtain a matrix A4 that has a smaller condition number, choose functions
@;(¢) that are orthonormal. Then 474 will approximate the identity, and A will
have approximately orthonormal columns, leading to condition numbers close to
1. In fact, all that is really important is that the family {¢;(1)} be orthogonal,
since then the matrix A4 will be nearly diagonal, a well-conditioned matrix.

Example We repeat the preceding example, using the Legendre polynomials

that are orthonormal over [0, 1]. The first four orthonormal Legendre polynomials
on [0, 1] are

eo(t) =1 @1(t) =V3s @,(1) = "/2_—1(352 - 1) (1) =A"/Zz(533 — 3s)

(9.7.33)
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with s = 27 — 1, 0 < t < 1. For the normal equation (9.7.26),

21.0000 0 2.3479 0

ATA = ] 23.1000 0 5.1164
2.3479 0 25.4993 0

0 5.1164 0 28.3889

ATb = [24.1180, 4.0721, 3.4015, 4.8519]"
x* = [1.1454, 1442, 0279, .1449]" (9.7.34)
The condition number of A4 is now
cond (474) = 1.58 (9.7.35)
much less than earlier in (9.7.31).

The QR method of solution Recall the QR factorization of Section 9.3,
following (9.3.11). As there, we consider Householder matrices of order m X m

Po=1-2wwOT =1, ,n

to reduce to zero the elements below the diagonal in A4. The orthogonal matrices
Pj are applied in succession, to reduce to zero the elements below the diagonal in
columns 1 through n of 4. The vector w() has nonzero elements in positions j
through m. This process leads to a matrix

R=P ---PA=0"4 (9.7.36)

If these are also applied to the right side in the system Ax = b, we obtain the
equivalent system

Rx= Q" (9.7.37)
The matrix R has the form
R= [’;1] ‘ (9.7.38)

with R, an upper triangular square matrix of order n X n. The matrix R; must
be nonsingular, since 4 and R = Q74 have the same rank, namely ». In line with

(9.7.38), write
g n m—n
07h = [g:] g €ER g, R

Then
lAx = bll, = |Q"4x — QTb|l, = |IRx — Q"b|,

172
= [IRx — gill3 + N3]
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The least squares solution of Ax = b is obtained by solving the nonsingular
upper triangular system

Rix=g (9.7.39)
Then the minimum is

ll4x* = bll; = |i2.ll, v (9.7.40)

The QR method for calculating x‘.is slightly more expensive in operations.
than the Cholesky method. The Cholesky method, including the formation of
A7A, has an operation count (multiplications and divisions) of about

1 . n
—mn? + —

2 6

and the Householder QR method has an operation count of about

2 n3
mn® + —

3

Nonetheless, the QR method is generally the recommended method for calculat-
ing the least squares solution. It works directly on the matrix A4, and because of
that and the use of orthogonal transformations, the effect of rounding errors is
better than with the use of the Cholesky factorization to solve the normal
equation. For a thorough discussion, see Golub and Van Loan (1983, pp.
147-149) and Lawson and Hanson (1974, chap. 16).

Example We consider the earlier example of the linear system (9.7.28) with
A;=[4 1=<i<21, 1<j<4
for the data in Table 9.3. Then cond (4) = 110.01,

—4.5826 —2.2913 —1.5657 —1.2029

R = 0 . 1.3874 1.3874 1.2688
L= 0 0 —-.3744  -~.5617
0 0 0 — 0987

]

g = [—5.2630, .8472, — 1403, — .7566]"

The solution x* is the same as in (9.7.30), as is the root-mean-square error.

The singular value decomposition The SVD is a very valuable tool for analyzing
and solving least squares problems and other problems of linear algebra. For
least squares problems of less than full rank, the QR method just described will
probably lead to a triangular matrix R, that is nonsingular, but has some very
small diagonal elements. The SVD of A can then be quite useful in making
clearer the structure of A. If some singular values p; are nearly zero, then the
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effect of setting them to zero can be determined more easily than with some other
methods for solving for x*. Thus there is ample justification for finding efficient
ways to calculate the SVD of A. ,

One of the best known ways to calculate the SVD of A4 is due tq G. Golub, C.
Reinsch, and W. Kahan, and a complete discussion of it is given in Golub and
Van Loan (1983, sec. 6.5). We instead merely show how the singular value
decomposition in (9.7.5) can be obtained from the solution of a symmetric matrix
eigenvalue problem together with a QR factorization.

From A real and m X n, m > n, we have that 474 is n X n and real. In
addition, it is straightforward to show that A74 is symmetric and positive
semidefinite [x7474x] > 0 for all x]. Using a program to solve the symmetric
eigenvalue problem, find a diagonal matrix D and an orthogonal matrix U for
which

UT(ATA)U=D (9.7.41)

Let D = diag[A,,..., A,] with the eigenvalues arranged in descending order. If

any A, is a small negative number, then set it to zero, since all eigenvalues of 474

should be nonnegative except for possible perturbations due to rounding errors.
From (9.7.41), define B = AU, of order m X n. Then (5.7.41) implies

B'B=D

Then the columns-of B are orthogonal. Moreover, if some A, =0, then the
corresponding column of B must be identically zero, because its norm is zero.
Using the QR method, calculate an orthogonal matrix ¥ for which

V’B=R (9.7.42)
is zero below the diagonal in all columns. The matrix R satisfies
RT™R=BTVTVB=BTB=1D

Again, the columns of R must be orthogonal, and if some A, = 0, then the
corresponding column of R must be zero. Since R is upper triangular, we can use
the orthogonality to show that the columns of R must be zero in all positions
above the diagonal. Thus R has the form of the matrix Fof (9.7.5). We will then have
R = Fwith g, = V\,. Letting B = AU in (9.7.42), we have the desired SVD:

VAU = R

One of the possible disadvantages of this procedure is. A74 must be formed,
and this may lead to a loss of information due to the use of finite-length
computer arithmetic. But the method is simple to implement, if the symmetric
eigenvalue problem is solvable.

" Example Consider again the matrix A of (9.7.28), based on the data of Table

9.3. The matrix A7 is given in (9.7.29). Using EISPACK and LINPACK
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programs,

1827 5963  —.1764 0256
4533 —.3596 7489 —.3231
3326 —.4998 —.0989 7936
2670 —.5150 -—.6311 —.5150

The singular values are

32.0102, 3.8935, .1674, .0026

The matrix V is orthogonal and of order 21 X 21, and we omit it for obvious
reasons. In practice it would not be computed, since it is a product of four
Householder matrices, which can be stored in a simpler form.

For a much more extensive discussion of the solution of least squares
problems, see Golub and Van Loan (1983, chap. 6) and the book by Lawson and
Hanson (1974). There are many additional practical problems that must be
discussed, including that of determining the rank of a matrix when rounding
error causes it to falsely have full rank. For programs, see the appendix to
Lawson and Hanson (1974) and LINPACK. For the SVD, see LINPACK or
EISPACK.

Discussion of the Literature

The main source of information for this chapter was the well-known and
encyclopedic book of Wilkinson (1965). Other sources were Golub and Van Loan
(1983), Gourlay and Watson (1976), Householder (1964), Noble (1969, chaps.
9-12), Parlett (1980), Stewart (1973), and Wilkinson (1963). For matrices of
moderate size, the numerical solution of the eigenvalue problem is fairly well
understood. For another perspective on the QR method, see Watkins (1982), and
for an in-depth look at inverse iteration, see Peters and Wilkinson (1979).
Excellent algorithms for most eigenvalue problems are given in Wilkinson and
Reinsch (1971) and the EISPACK guides by Smith et al. (1976), and Garbow
et al. (1977). For a history of the EISPACK project, see Dongarra and Moler
(1984). An excellent general account of the problems of developing mathematical
software for eigenvalue problems and other matrix problems is given in Rice
(1981). The EISPACK package is the basis for most of the eigenvalue programs

in the IMSL and NAG libraries.

A number of problems and numerical methods have not been discussed in this
chapter, often for reasons of space. For the symmetric eigenvalue problem, the
Jacobi method has been omitted. It is an elegant and rapidly convergent method
for computing all of the eigenvalues of a symmetric matrix, and it is relatively
easy to program. For a description of the Jacobi method, see Golub and Van
Loan (1983, sec. 8.4), Parlett (1980, chap. 9), and Wilkinson (1965, pp. 266—282).
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An ALGOL program is given in Wilkinson and Reinsch (1971, pp. 202-211).
The generalized eigenvalue problem, Ax = ABx, has also been omitted. This has
become an important problem in recent years. The most popular method for its
solution is due to Moler and Stewart (1973), and other descriptions of the
problem and its solution are given in Golub and Van Loan (1983, secs. 7.7 and
8.6) and Parlett (1980, chap. 15). EISPACK programs for the generalized
eigenvalue problem are given in Garbow et al. (1977).

The problem of finding the eigenvalues and eigenvectors of large sparse
matrices is an active area of research. When the matrices have large order (e.g.,
n > 300), most of the methods of this chapter are more difficult to apply because
of storage considerations. In addition, the methods often do not take special
account of the sparseness of most large matrices that occur in practice. One
common form of problem involves a symmetric banded matrix. Programs for this
problem are given in Wilkinson and Reinsch (1971, pp. 266-283) and Garbow et
al. (1977). For more general discussions of the eigenvalue problem for sparse
matrices, see Jennings (1985) and Pissanetzky (1984, chap. 6). For a discussion of
software for the eigenvalue problem for sparse matrices, see Duff (1984, pp.
179-182) and Heath (1982). An important method for the solution of the
eigenvalue problem for sparse symmetric matrices is the Lanczos method. For a
discussion of it, see Scott (1981) and the very extensive books and programs of
Cullum and Willoughby (1984, 1985).

The least squares solution of overdetermined linear systems is a very im-
portant tool, one that is very widely used in the physical, biological, and social
sciences. We have just introduced some aspects of the subject, showing the
crucial role of the singular value decomposition. A very comprehensive introduc-
tion to the least squares solution of linear systems is given in Lawson and
Hanson (1974). It gives a complete treatment of the theory, the practical
implementation of methods, and ways for handling large data sets efficiently. In
addition, the book contains a complete set of programs for solving a variety of
least squares problems. For other references to the least squares solutions of

. linear systems, see Golub and Van Loan (1983, chap. 6) and Rice (1981, chap.

11). Programs for some least squares problems are also given in LINPACK.

In discussing the least squares solution of overdetermined systems of linear
equations, we have avoided any discussion of the statistical aspect of the subject.
Partly this was for reasons of space, and partly it was a mistrust of using the
statistical justification, since it often depends on assumptions about the distribu-
tion of the error that are difficult to validate. We refer the reader to any of the
many statistics textbooks for a development of the statistical framework for the
least squares method for curve fitting of data.- :
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Problems

1. Use the Gerschgorin theorem 9.1 to determine the approximate location of
the eigenvalues of

1 -1 0 -2 1 1
(a) 1 51 ®) 1 31
-2 -1 9 1 -1 3

Where possible, use these results to infer whether the eigenvalues are real or
complex. To check these results, compute the eigenvalues directly by
finding the roots of the characteristic polynomial.

2. (a) Given a polynomial
P(A) =N+, N1+ - tag
show p(A) = det[AI — A] for the matrix
[0 1 0 o

8, a4 T8p-1
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The roots of p(A) are the eigenvalues of A. The matrix 4 is called the
companion matrix for the polynomial p(A).

(b) Apply the Gerschgorin theorem 9.1 to obtain the following bounds

for the roots rofp()\) irl < lor|r+a,_;} <lag] + -~ +la,_,.
If these bounds give disjoint regions in the complex plane what can
be said about the number of roots within each region.

(¢) Use the Gerschgorin theorem on the columns of A to obtain ad-
ditional bounds for the roots of p(A).

(d) Use the results of parts (b) and (c) to bound the roots of the following
polynomial equations:

M N+8+1=0
) MN—d4N+M-X+XN-A+1=0

Recall the linear system (8.8.5) of Chapter 8, which arises when numerically
solving Poisson’s equation. If the equations are ordered in the manner
described in (8.8.12) and following, then the linear system is symmetric
with positive diagonal elements. For the Gauss—Séidel iteration method in
(8.8.12) to converge, it is necessary and sufficient that A be positive definite,
according to Theorem 8.7. Use the Gerschgorin theorem 9.1 to prove 4 is
positive definite. It will also be necessary to quote Theorem 8.8, that A = 0
is not an eigenvalue of A.

The values A = —8.02861 and
x = [1.0, 2.50146, —.75773, —2.56421]

are an approximate eigenvalue and eigenvector for the matrix

2 1 3 4
11 =3 1 s
A4=13 1 6 -2
4 5 -2 -1

Use the result (9.1.22) to compute an error bound for A.

For the matrix example (9.1.17) with e = .001 and A = 2, compute the
perturbation error bound (9.1.36). The same bound was given in (9.1.38) for
the other eigenvalue A = 1,

Prove the eigenvector perturbanon result (9. 1 41). Hint: Assume A (¢) and
u,(€) are continuously differentiable functions of €. From (9 1.32), A%(0) =
vyBu,/s,. Wme

ule) = u,(0) + eu;(O_) + O(ed)
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and solve for u; (0). Since {u,,..., u,} is a basis, write
n
w(0)= Y au;
j=1

To find aj, first differentiate (9.1.40) with respect to ¢, and then let € = 0.
Substitute the previous representation for u}(0). Use (9.1.29) and the
biorthogonality relation .

viu; =0 i#j
from (9.1.28).

For the following matrices A(¢), determine the eigenvalues and eigenvec-
tors for both € = 0 and € > 0. Observe the behavior as € — 0.

1 1 0

1 1 1 1 1 ¢ '
@ o, l] o] @ [0 1 }
0 € 1
What do these examples say about the stability of eigenvector subspaces?

Use the power method to calculate the dominant eigenvalue and associated
eigenvector for the following matrices.

6 4 4 1 2 1 3 4
4 6 1 4 1 -3 1 5
@ 1,1 6 4 ® |3 7 ¢ -3
1 4 4 6 4 5 -2 -1

Check the speed of convergence, calculating the ratios R,, of (9.2.14). When
the ratios R, are fairly constant, use Aitken extrapolation to improve the
speed of convergence of both the eigenvalue and eigenvector, using the

eigenvalue ratios R, to accelerate the eigenvectors {z(™}.

Use the power method to find the dominant eigenvalue of
7 13 -16
A=]1 13 -10 13
-16 13 7

Use the initial guess z©® =[1,0,1)7. Print each iterate z{™ and A{™.
Comment on the results. What would happen if A{™ were defined by

A =a,?



10.

11.

12,

13.
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For a matrix A of order n, assume its Jordan canonical form is diagonal
and denote the eigenvalues by A,,..., A . Assume that \; = A, = ... =),
for some r > 1, and

> Az e 22120

Show that the power method (9.2.2)-(9.2.3) will still converge to A, and
some associated eigenvector, for most choices of initial vector z(®,

Let A be a symmetric matrix of order n, with the eigenvalues ordered by
A12A2_>_ e ..>_.>\"
Define

R(x) = ((/ixxx)) x+#0 xePR’,

using the standard inner product. Show
Max Z(x) =X, Min2(x)=A

as x # 0 ranges over R”. The function %#(x) is called the Rayleigh quotient,
and it can be used to characterize the remaining eigenvalues of A4, in
addition to A, and A,. Using these maximizations and minimizations for
R(x) forms the basis of some classical numerical methods for calculating
the eigenvalues of 4.

To give a geometric meaning to the n X n Householder matrix P =
I—2wwT, let u@,...,u’ be an orthonormal basis of the (n— 1)
dimensional subspace that is perpendicular to w. Define

T(x)=(I-2wwT)x x€R.
Use the basis {w, u®,..., u™} for R" to write

x=aw+ auP+ -« +a,u"™
Apply T to this representation and interpret the results.

(a) Let A4 be a symmetric matrix, and let A and x be an eigenvalue—
eigenvector pair for 4 with ||x||, = 1. Let P be an orthogonal matrix
for which '

Px=¢ =11,0,...,0]"

Consider the similar matrix B = PAPT, and show that the first row
and column are zero except for the diagonal element, which equals )\
Hint: Calculate and use Be,.
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(b) For the matrix

2 10 2
A=1{10 5 -8
2 -8 11

A =9 is an eigenvalue with associated eigenvector x = [%,1,2]7.

Produce a Householder matrix P for which Px =e,, and then
produce B = PAPT. The matrix eigenvalue problem for B can then be
reduced easily to a problem for a 2 X 2 matrix. Use this procedure to
calculate the remaining eigenvalues and eigenvectors of A. The pro-
cess of changing 4 to B and of then solving a matrix eigenvalue
problem of order one less than for 4, is known as deflation. It can be
used to extend the applicability of the power method to other than the
dominant eigenvalue. For an extensive discussion, see Wilkinson
(1965, pp. 584-598) and Parlett (1980, chap. 5).

14. Use Householder matrices to produce the QR factorization of
1 1 1 1 3 =2
(@ A4={2 -1 -1 ® -1 -2 3
2 —4 5 1 1 2

15. Consider the rotation matrix of order n,

[1 0 o 0
01 0
6 a 0 e B0 .-+ 0] rowk
- RO = 0 1 0
B 0 PR 0| row!
1
K ‘ 1]

with a? + B2 = 1. If we compute Rb for a given b € R", then the only
elements that will be changed are in positions k and /. By choosing « and §
suitably, we can force Rb to have a zero in position /. Choose a, B so that

-5 o)L

(a) Derive formulas for a, 8, and show y = b7 + b7 .

for some ¥.
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17.

18.

19.
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() Reduce b =[1,1,1,1]7 to a form b= [¢,0,0,0] by a sequence of
multiplications by rotation matrices:

b= RGARLHRA.4

Show how the rotation matrices R can be used to produce the QR
factorization of a matrix.

() Do an operations count for producing the QR factorization of a
matrix using Householder matrices, as in Section 9.3. As wusual,
combine multiplications and divisions, and keep a separate count for
the number of square roots.

(b) Repeat part (a), but use the rotation matrices R‘*-? for the reduction.
Give the explicit formulas for the calculation of the QR factorization of a
symmetric tridiagonal matrix. Do an operations count, and compare the

result with those of Problem 17.

Use Theorem 9.5 to separate the roots of

@ )

oo O
O O e jead
(e I e N ]
— OO
o= oo o
OO O
S OowN N
OhWWO
L7~ - s )
Lo OoOoO

Then obtain accurate approximations using the bisection method or some
other rootfinding technique.

(a) Write a program to reduce a symmetric matrix to tridiagonal form
using Householder matrices for the similarity transformations. For
efficiency in the matrix multiplications, use the analogue of the form
of multiplication shown in (9.3.18).

(b) Use the program to reduce the following matrices to tridiagonal form:

1 2 3
@ 12 3 5 (i)
3 5 8

— N
A B
BB
BN

4 6 242 12

6 225 3 18
242 3 25 6
12 - 18 6 0

(iii)

(c) Calculate the eigenvalues of your reduced tridiagonal matrix as accu-
rately as possible.
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21.

22

25,

Let { p,(x)|n = 0} denote a family of orthogonal polynomials with respect
to a weight function w(x) on an interval a < x < b. Further, assume that
the polynomials have leading coefficient 1:

n—1

Pn(x) =x"+ Z an.jxj
=0

Find a symmetric tridiagonal matrix R, for which p,(A) is the characteris-
tic polynomial. Thus, calculating the roots of an orthogonal polynomial
(and the nodes of a Gaussian quadrature formula) is reduced to the
solution of an eigenvalue problem for a symmetric tridiagonal matrix. .
Hint: Recall the formula for the triple recursion relation for { p,(x)}, and
compare it to the formula (9.4.3).

Use the QR method (a) without shift, and (b) with shift, to calculate the
eigenvalues of

210
@ |1 2 1 (b)0121
0 1 1

- 0 0 1 2
[0 1. 0 0 0O

1 11 0 0

© Jo 11 1 0

0 0 1 1 1

(0 0 0 1 2

Let A4 be a Hessenberg matrix and consider the factorization 4 = QR, with
Q orthogonal and R upper triangular.

(a) Recalling the discussion following (9.5.5), show that (9.5.7) is true.

(b) Show that the result (9.5.7) implies a form for H, in (9.5.6) such that
Q will be a Hessenberg matrix.

(¢) Show the product of a Hessenberg matrix and an upper triangular
matrix, in either order, is again a Hessenberg matrix. -

When combined, these results show that RQ is again a Hessenberg matrix,
as claimed in the paragraph following (9.5.7).

For the matrix A4 of Problem 4, two additional approximate eigenvalues are
A =79329 and A = 5.6689. Use inverse iteration to calculate the associ-
ated eigenvectors.

Investigate the programs available at your computer center for the calcula-
tion of the eigenvalues of a real symmetric matrix. Using such a program,



26.

27.

29.
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compute the eigenivalues of the Hilbert matrices H, for n = 3,4,5,6,7. To
check your answers, see the very accurate values given in Gregory and
Karney (1969, pp. 66-73).

Consider calculating the eigenvalues and associated eigenfunctions x(¢) for
which

1 X(l)di
-/(; 1+ (s—1)°

=Ax(s) O=<sx<1

One way to obtain approximate eigenvalues is to discretize the equation
using numerical integration. Let A =1/n for some n>1 and define
t;=(j= 1h, j=1,..., n. Substitute ¢, for s in the equation, and ap-
proximate the integral using the midpoint numerical integration method.
This leads to the system

n At-
hY *(1) S =AR(5)  i=1,..,n
1+ (=

in which £(s) denotes a function that we expect approximates x(s). This
system is the eigenvalue problem for a symmetric matrix of order n. Find
the two largest eigenvalues of this matrix for n = 2,4, 8, 16, 32. Examine the
convergence of these eigenvalues as n increases, and attempt to predict the
error in the most accurate case, n = 32, as compared with the unknown

true eigenvalues for the integral equation.

Show that the generalized inverse A* of (9.7.11) satisfies the following
Moore—Penrose conditions.

1. AA* A=A o 3. (44M)T =447
2. AYAA =47 4. (ATA)T=A4%4
Also show

5 (ATA)2=A"4 6. (AA™)2=44"

Conditions (3)-(6) show that 4*4 and A4 ™ represent orthbgonal projec-
tions on R" and R™, respectively.

For an arbitrary m X n matrix A, show that

Limit (af + A74) 4T = 4*

a—0+

where a > 0. Hint: Use the SVD of A.

Unlike the situation with nonsingular square matrices, the generalized
inverse A* need not vary continuously with changes in 4. To support this,
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31

32,

33.

find a family of matrices { A(¢)} where A(€) converges to A(0), but A(e)*
does not converge to A(0)*.

Calculate the linear polynomial least squares fit for the following data.
Graph the data and the least squares fit. Also, find the root-mean-square
error in the least squares fit.

g b; 2 b; L b;

- 1.0 1.032 -3 1.139 4 — 415
-9 1.563 -2 646 5 -.112
-.8 1.614 -1 474 6 —.817
-7 1.377 0.0 418 N —.234
-6 1.179 1 067 3 —.623
-5 1.189 2 371 9 ~.536
-4 910 3 183 1.0 —-1.173

Do a quadratic least squares fit to the following data. Use the standard
form ‘

g(t) = x; + x,t + x5t?

and use the normal equation (9.7.26). What is the condition number of
ATA?

t; b, t; b; t; b;

- 1.0 7.904 -3 335 4 -.711
-9 7.452 -2 -271 5 224
-.8 5.827 -1 —.963 6 .689
-7 4.400 0.0 —.847 ) .861
-6 2.908 1 —1.278 8 1.358
-5 2.144 2 —1.335 .9 2.613

1.0 4.599

—-.4 581 3 —.656

For the matrix A arising in the least squares curve fitting of Problem 31,
calculate its QR factorization, its SVD, and its generalized inverse. Use
these to again solve the least squares problem.

Find the QR factorization, singular value decomposition, and generalized
inverse of the following matrices. Also give cond (A4),.

5 11 123

(a A=1|-10 -10 ) A= 3 4 5
1.1 9

: ) 4 5 6
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34. (a) Let A be m X n, m=> n, and suppose that the columns of 4 are
nearly dependent. More precisely, let 4 = [uy,...,u,], u; € R”, and
suppose the vector

v=ouy b tau,

is quite small compared to ||a]l,, « = [a;, ..., a,]”. Show that 4 will
have a large condition number.

(b) In contrast to part (a), sﬁppose the columns of A4 are orthbnormal.
Show cond(4), = 1.




INDEX

Note: (1) An asterisk (*) following a subentry name means that name is also listed separately with
additional subentries of its own. (2) A page number followed by a number in parentheses, prefixed by
P, refers to a problem on the given page. For example, 123(P30) refers to problem 30 on page 123.

Absolute stability, 406
Acceleration methods:

eigenvalues, 606

linear systems, 83

numerical integration, 255, 294

rootfinding, 83
Adams—Bashforth methods, 385
Adams methods, 385

DE/STEP, 390

stability*, 404

stability region*, 407

variable order, 390
Adams—Moulton methods, 387
Adaptive integration, 300

CADRE, 302

QUADPACK, 303

Simpson’s rule, 300
Adjoint, 465
Aitken, 86
Aitken extrapolation:

eigenvalues, 607

linear iteration, 83

numerical integration, 292

rate of convergence, 123(P30)
Algorithms:

Aitken, 86

Approx, 235

Bisect, 56

Chebeval, 221

Cq, 567

Detrap, 376

Divdif, 141

Factor, 520

Interp, 141

Newton, 65

Polynew, 97

Romberg, 298

Solve, 521
Alternating series, 239(P2)

Angle between vectors, 469

Approx, 235

Approximation of functions, 197
Chebyshev series 219, 225
de la Vallee—Poussin theorem, 222
economization of power series, 245(P39)
equioscillation theorem, 224
even/odd functions, 229
interpolation, 158
Jackson’s theorem, 180, 224
least squares*, 204, 206, 216
minimax*, 201, 222
near-minimax*, 225
Taylor's theorem, 4, 199

AS(-), 513

A-stability, 371, 408, 412

Asymptotic error formula:
definition, 254
differential equations, 352, 363, 370
Euler-MacLaurin formula*, 285, 290
Euler’s method, 352
numerical integration, 254, 284
Runge—Kutta formulas, 427
Simpson’s rule, 258
trapezoidal rule, 254

Augmented matrix, 510

Automatic numerical integration, 299
adaptive integration, 300
CADRE, 302
QUADPACK, 303
Simpson’s rule, 300

Back substitution, 508

Backward differences, 151

Backward differentiation formulas, 410
Backward error analysis, 536

Backward Euler method, 409

Banded matrix, 527

Basic linear algebra subroutines, 522, 570
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Basis, 464 »
orthogonal, 469
standard, 465
Bauer—Fike theorem, 592
Bernoulli numbers, 284
Bernoulli polynomials, 284, 326(P23)
Bernstein polynomials, 198
Bessel’s inequality, 218

Best approximation, see Minimax approximation

Binary number, 11

Binomial coefficients, 149

Biorthogonal family, 597

Bisect, 56

Bisection method, 56-58
convergence, 58

BLAS, 522, 570

Boole’s rule, 266

Boundary value problems, 433
collocation methods, 444
existence theory, 435, 436
finite difference methods, 441
integral equation methods, 444
shooting methods, 437

Brent’s method, 91
comparison with bisection method, 93
convergence criteria, 91

C”, 463
C,.219
Cla, b}, 199
CADRE, 302
Canonical forms, 474

Jordan, 480

Schur, 474

singular value decomposition, 478

symmetric matrices, 476
Cauchy—Schwartz inequality, 208, 468
Cayley-Hamilton theorem, 501(P20)
Change of basis matrix, 473
Characteristic equation:

differential equations, 364, 397

matrices, 471 .
Characteristic polynomial, 397, 471
Characteristic roots, 398
Chebeval, 221
Chebyshev equioscillation theorem, 224
Chebyshev norm, 200
Chebyshev polynomial expansion, 219, 225
Chebyshev polynomials, 211

maxima, 226

minimax property, 229

second kind, 243(P24)

triple recursion formula, 211

zeros, 228
Chebyshev zeros, interpolation at, 228
Cholesky method, 524, 639
Chopping, 13

- Christoffel-Darboux identity, 216

Collocation methods, 444
Column norm, 487
Compact methods, 523
Compansion matrix, 649(P2)
Complete pivoting, 515
Complex linear systems, 575(P5)
Composite Simpson’s rule, 257
Composite trapezoidal rule, 253
Cond(A), 530
Cond( A),, Cond(4),, 531
Condition number, 35, 58
calculation, 538
eigenvalues, 594, 599
Gastinel’s theorem, 533
Hilbert matrix, 534
matrices, 530
Conjugate directions methods, 564
Conjugate gradient method, 113, 562, 566
acceleration, 569
convergence theorem, 566, 567
optimality, 566
projection framework, 583(P39)
Conjugate transpose, 465
Consistency condition, 358, 395
Runge-Kutta methods, 425
Convergence:
interval, 56
- linear, 56
order, 56
quadratic, 56
rate of linear, 56
vector, 483

Conversion between number bases, 45(P10, P11)

Corrected trapezoidal rule, 255, 324(P4)
Corrector formula, 370

Cq, 567

Cramer’s rule, 514

Crout’s method, 523

Data error, 20, 29, 325(P13)
Deflation, polynomial, 97
matrix, 609, 651(P13)
Degree of precision, 266
de 1a Vallee—Poussin theorem, 222
Dense family, 267
Dense linear systems, 507
Dense matrix, 507
DE/STEP, 390
Detecting noise in data, 153
Determinant, 467, 472
calculation, 512
Detrap, 376
Diagonally dominant, 546
Difference equations, linear, 363, 397
Differential equations:
automatic programs,



Adam’s methods, 390
boundary value codes, 444, 446
comparison, 446
control of local error, 373, 391
DE/STEP, 3%0
error control, 391
error per unit stepsize, 373
global error, 392
RKF45, 431
variable order, 390
boundary value problems, 433
direction field, 334
existence theory, 336
first order linear, 333
higher order, 340
ill-conditioned, 339
initial value problem, 333

integral equation equivalence, 451(P5)

linear, 333, 340

model equation, 396

numerical solution:
Adam’s methods*, 385
A-stability, 371, 408, 412
backward Euler method, 409
boundary value problems*, 433
characteristic equation, 397
convergence theory, 360, 401
corrector formula, 370
Euler’s method*, 341
explicit methods, 357
extrapolation methods, 445
global error estimation, 372, 392
grid size, 341
implicit methods, 357
lines, 'method of, 414
local solution, 368
midpoint method*, 361
model equation, 363, 370, 397
multistep methods*, 357
numerical integration, 384
node points, 341
predictor formula, 370
Runge-Kutta methods*, 420
single-step methods, 418
stability, 349, 361, 396
stability regions, 404
stiff problems*, 409
Taylor series method, 418
trapezoidal method*, 366
undetermined coefficients, 381
variable order methods, 390, 445

Picard iteration, 451(P5)

stability, 337

stiff, 339, 409

systems, 339

Differentiation, see Numerical differentiation
Dimension, 464

INDEX 685

Direction field, 334
Dirichlet problem, see Poisson’s equation
Divdif, 141
Divided difference interpolation formula, 140
Divided differences, 9, 139
continuity, 146
diagram for calculation, 140
differentiation, 146
formulas, 139, 144
Hermite—-Gennochi formula, 144
interpolation, 140
polynomials, 147
relation to derivatives, 144
recursion relation, 139
Doolittle’s method, 523

Economization of Taylor series, 245(P39)
Eigenvalues, 471
Bauer-Fike theorem, 592
condition number, 594, 600
deflation, 609
error bound for symmetric matrices, 595
Gerschgorin theorem, 588
ill-conditioning, 599
location, 588
matrices with nondiagonal Jordan form, 601
multiplicity, 473
numerical approximation
EISPACK, 588, 645, 662
Jacobi method, 645
power method?*, 602
QR method*, 623
sparse matrices, 646
Sturm sequences, 620
numerical solution, see Eigenvalues, numerical
approximation
stability*, 591
under unitary transformations, 600
symmetric matrices*, 476
tridiagonal matrices®, 619
Eigenvector(s), 471
numerical approximation:
EISPACK, 588, 645, 662
error bound, 631
inverse iteration*, 628
power method*, 602
“stability, 600
EISPACK, 588, 645, 662
Enclosure rootfinding methods, 58
- Brent’s method, 91
Error:
backward analysis, 536
chopping, 13
data, 20, 29, 153
definitions, 17
loss of significance, 24, 28
machine, 20
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Error (Continued)
noise, 21
propagated, 23, 28
rounding, 13
sources of, 18
statistical treatment, 31
summation, 29
truncation, 20
unit roundofT, 15
Error estimation:
global, 392, 433
rootfinding, 57, 64, 70, 84, 129(P16)
Error per stepsize, 429
Error per unit stepsize, 373
Euclidean norm, 208, 468
Euler-MacLaurin formula, 285
generalization, 290
summation formula, 289
Euler’s method, 341
asymptotic error estimate, 352, 356
backward, 409
convergence analysis, 346
derivation, 342
" error bound, 346, 348
rounding error analysis, 349
stability*, 349, 405
systems, 355
truncation error, 342
Even/odd functions, 229
Explicit multistep methods, 357
Exponent, 12
Extrapolation methods:
differential equations, 445
numerical integration, 294
rootfinding, 85

F,(x), 232
Factor, 520
Fast Fourier transform, 181
Fehlberg, Runge—Kutta methods, 429
Fibonacci sequence, 68
Finite differences, 147
interpolation formulas, 149, 151
Finite dimension, 464
Finite Fourier transform, 179
Fixed point, 77
Fixed point iteration, see One-point iteration
methods, 13
fi(x),13
Floating-point arithmetic, 11-17, 39
Floating-point representation, 12
accuracy, 15 .
chopping, 13
conversion, 12
exponent, 12
mantissa, 12
overflow, 16

radix point, 12
rounding, 13
underflow, 16
unit round, 15
Forward differences, 148
detection of noise by, 153
interpolation formula, 149
linearity, 152
relation to derivatives, 151
relation to divided differences, 148
tabular form, 149
Fourier series, 179, 219
Frobenius norm, 484

Gastinel’s theorem, 533
Gaussian elimination, 508
backward error analysis, 536
Cholesky method, 524
compact methods, 523
complex systems, 575(P5)
error analysis, 529
error bounds, 535, 539
error estimates, 540
Gauss—Jordan method, 522
iterative improvement, 541
LU factorization®, 511
operation count, 512
pivoting, 515
positive definite matrices, 524, 576(P12)
residual correction*, 540 '
scaling, 518
tridiagonal matrices, 527
variants, 522
Wilkinson theorem, 536
Gaussian quadrature, 270. See also
Gauss-Legendre quadrature
convergence, 277
degree of precision, 272
error formulas, 272, 275
formulas, 272, 275
Laguerre, 308
positivity of weights, 275
singular integrals, 308
weights, 272
Gauss—Jacobi iteration, 545
Gauss—Jordan method, 522
matrix inversion, 523
Gauss—-Legendre quadrature, 276
comparison to trapezoidal rule, 280
computational remarks, 281
convergence discussion, 279
error formula, 276
Peano kernel, 279
weights and nodes, 276
Gauss—Seidel method, 548
acceleration, 555
convergence, 548, 551



rate of convergence, 548
Generalized inverse, 636, 655(P27, P28)
Geometric series, 5, 6

matrix form, 491
Gerschgorin theorem, 588
Gilobal error, 344

estimation, 392, 433
Gram-Schmidt method, 209, 242(P19)
Gnd size, 341

Heat equation, 414
Hermite-Birkhoff interpolation, 190(P28, P29),
191(P30)

Hermite—Gennochi formula, 144

Hermite interpolation, 159
error formula, 161, 190(P27)
formulas, 160, 161, 189(P26)
Gaussian quadrature, 272
general interpolation problem, 163
piecewise cubic, 166

Hermitian matrix, 467. See also Symmetric

matrix

Hessenberg matrix, 624

Hexadecimal, 11

Higher order differential equations, 340

Hilbert matrix, 37, 207, 533
condition number, 534
eigenvalues, 593

Horner’s method, 97

Householder matrices, 609, 651(P12)
QR factorization®*, 612
reduction of symmetric matrices, 615
transformation of vector, 611

I,(x), 228 .
Ill-conditioned problems, 36
differential equations, 339
eigenvalues, 599
inverse problems, 40
linear systems, 532
polynomials, 99
Il-posed problem, 34, 329(P41)
Implicit multistep methods, 357
iterative solution, 367, 381
Infinite dimension, 464
Infinite integrand, 305
Infinite interval of integration, 305
Infinite product expansion, 117(P1)
Infinity norm, 10, 200
Influence function, 383
Initial value problem, 333
Inner product, 32, 208, 468
error, 32
Instability, 39. See also Ill-conditioned problems
Integral equation, 35, 444, 451(P5), 570, 575(P4),
655(P26)
Integral mean value theorem, 4

INDEX 687

Integration, see Numerical integration
Intermediate value theorem, 3
Interp, 141
Interpolation:
exponential, 187(P11)
multivaniable, 184
piecewise polynomial*, 162, 183
polynomial, 131
approximation theory, 158
backward difference formula, 151
barycentric formula, 186(P3)
at Chebyshev zeros, 228
definition, 131
divided difference formula, 140
error behavior, 157.
error in derivatives, 316
error formula, 134, 143, 155-157
example of log;, x, 136 '
existence theory, 132
forward difference formula, 149
Hermite, 159, 163
Hermite—Birkhofl, 190(P29)
inverse, 142
Lagrange formula, 134
non-convergence, 159
numerical integration®, 263
rounding errors, 137
Runge’s example, 158
rational, 187(P12)
spline function*, 166
trigonometric*, 176
Inverse interpolation, 142
Inverse iteration, 628
computational remarks, 630
rate of convergence, 630
Inverse matrix, 466
calculation, 514, 523
error bounds, 538
iterative evaluation, 581(P32)
operation count, 514
Iteration methods, see also Rootfinding
differential equations, 367, 381
eigenvalues, 602
eigenvectors, 602, 628
linear systems:
comparison to Gaussian elimination, 554
conjugate gradient method*, 562, 566
error prediction, 543, 553
Gauss—Jacobi method, 545
Gauss-Seidel method, 548
general schema, 549
multigrid methods, 552
Poisson’s equation, 557
rate of convergence, 542, 546, 548
SOR method, 555, 561
nonlinear systems of equations®, 103
one-point iteration*, 76
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Iteration methods (Continued)

polynomial rootfinding®, 94—102
Iterative improvement, 541
Interval analysis, 40

Jackson’s theorem, 180, 224
Jacobian matrix, 105, 356
Jacobi method, 645

Jordan block, 480

Jordan canonical form, 480

Kronecker delta function, 466
Kronrod formulas, 283

Lagrange interpolation formula, 134
Laguerre polynomials, 211, 215
Least squares approximation:
continuous problem, 204
convergence, 217
formula, 217
weighted, 216
discrete problem, 633
data fitting problem, 637
definition, 634 )
generalized inverse, 636, 655(P27, P28)
QR solution procedure, 642
singular value solution, 635
stability, 637
Least squares data fitting, see Least squares
approximation, discrete problem
Legendre polynomial expansion, 218
Legendre polynomials, 210, 215
Level curves, 335
Linear algebra, 463
Linear combination, 464
Linear convergence, 56-
acceleration, 83
rate, 56
Linear dependence, 464
Linear difference equations, 363, 397
Linear differential equation, 333, 340
Linear independence, 464
Linear iteration, 76, 103. See also One-point
iteration methods
Linearly convergent methods, 56
Linear systems of equations, 466, 507
augmented matrix, 510
BLAS, 522, 570
Cholesky method, 524
compact methods, 523
condition number, 530, 531
conjugate gradient method =, 562, 566
Crout’s method, 523
dense, 507
Doolittle’s method, 523
error analysis, 529
error bounds, 535

Gaussian elimination =, 508
variants, 522

Gauss—Jacobi method, 545

Gauss—Seidel method =, 548

iterative solution =, 540, 544

LINPACK, 522, 570, 663

LU factorization =, 511

numerical solution, 507

over-determined systems, see Least squares
approximation, discrete problem, data fitting
problem

Poisson’s equation », 557

residual correction method =, 540

scaling, 518

solution by QR factorization, 615, 642

solvability of, 467

SOR method, 555, 561

sparse, 507, 570

tridiagonal, 527

Lines, method of, 414. see also Method of lines

. LINPACK, 522, 570, 663

Lipschitz condition, 336, 355, 426
Local error, 368
Local solution, 368
Loss of significance error, 24, 28
LU factorization, 511
inverse iteration, 628
storage, 511
tridiagonal matrices, 527
uniqueness, 523

Machine errors, 20
Mantissa, 12
Mathematical modelling, 18
Mathematical software, 41, 661
Matrix, 465
banded, 527
canonical forms =, 474
characteristic equation, 471
condition number, 530, 531
deflation, 609, 651(P13)
diagonally dominant, 546
geometric series theorem, 491
Hermitian, 467
Hilbert, 37, 207, 533
Householder =, 609
identity, 466
inverse =, 466, 514
invertibility of, 467
Jordan canonical form, 480
LU factorization =, 511
nilpotent, 480
norm, 481. See also Matrix norm; Vector norm
notation, 618
operations on, 465
order, 465
orthogonal, 469. See also Orthogonal
transformations



permutation, 517
perturbation theorems, 493
positive definite, 499(P14), 524
principal axes theorem, 476
projection, 498(P10), 583(P39)
rank, 467
Schur normal form, 474
similar, 473
singular value decomposition, 478 -
symmetric », 467
tridiagonal, 527
unitary, 469, 499(P13)
zero, 466
Matrix norm, 484
column, 487
compatible, 484
Frobenius, 484
operator, 485
relation to spectral radius, 489
row, 488
Maximum norm, 200, 481
MD(e), 513
Mean value theorem, 4
Method of lines, 414
convergence, 415
explicit method, 416
heat equation, 414
implicit methods, 417
Midpoint method, differential equations, 361
asymptotic error formula, 363
characteristic equation, 364
error bound, 361
weak stability, 365
Midpoint numerical integration, 269, 325(P10)
Milne’s method, 385
Minimax approximation, 201
equioscillation theorem, 224
error, 201
speed of convergence, 224
MINPACK, 114, 570, 663
Moore—Penrose conditions, 655(P27)
Muller’s method, 73
Mutltiple roots, 87
instability, 98, 101
interval of uncertainty, 88
Newton’s method, 88
noise, effect of, 88
removal of multiplicity, 90
Multipliers, 509
Multistep methods, 357
Adams-Bashforth, 385
Adams methods », 385
Adams—Moulton, 387
convergence, 360, 401
consistency condition, 358, 395
derivation, 358, 381
error bound, 360
explicit, 357

INDEX 689

general form, 357

general theory, 358, 394

implicit, 357, 381

iterative solution, 367, 381

midpoint method », 361

Milne’s method, 385

model equation, 363, 397

numerical integration, 384

order of convergence, 359

parasitic solution, 365, 402

Peano kemnel, 382

relative stability, 404

root condition, 395

stability, 361, 396

stability regions, 404

stifl differential equations, 409

strong root condition, 404

trapezoidal method =, 366

_truncation error, 357

undetermined coefficients, method of, 381

unstable examples, 396

variable order, 390, 445
Multivariable interpolation, 184
Multivariable quadrature, 320

Near-minimax approximation, 225
Chebyshev polynomial expansion, 219, 225
forced oscillation, 232
interpolation, 228

Nelder—Mead method, 114

Nested multiplication, 96

Newton, 65

Newton backward difference, 151. See also

Backward differences

Newton~Cotes integration, 263
closed, 269
convergence, 266
error formula, 264
open, 269

Newton divided differences, 139. See also

Divided differences
Newton forward differences, 148. See also
Forward differences

Newton—Fourier method, 62

Newton’s method, 58
boundary value problems, 439, 442
comparison with secant method, 71
convergence, 60
error estimation, 64
error formula, 60
multiple roots, 88
Newton-Fourier method, 62
nonlinear systems, 109, 442
polynomials, 97
reciprocal calculations, 54
square roots, 119(P12, P13)

Nilpotent matrix, 480
Node points, 250, 341
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Noise in data, detection, 153
Noise in function evaluation, 21, 88
Nonlinear equations, See Rootfinding
Nonlinear systems, 103
convergence, 105, 107
fixed points iteration, 103
MINPACK, 114, 663
Newton’s method, 109
Normal equation, 638
Norms, 480
compatibility, 484
continuity, 482
equivalence, 483
Euclidean, 208, 468
Frobenius, 484
matrix =, 484
maximum, 200, 481
operator, 485
spectral radius, 485
two, 208
uniform, 200
vector =, 481
Numerical differentiation, 315
error formula, 316
ill-posedness, 329(P41)
interpolation based, 315
noise, 318
undetermined coefficients, 317
Numerical integration, 249
adaptive =, 300
Aitken extrapolation, 292
automatic programs, 302, 663
Boole’s rule, 266
CADRE, 302
convergence, 267
comparison of programs, 303
corrected trapezoidal rule, 255
degree of precision, 266
Euler—-MacLaurin formula =, 285, 290
Gaussian quadrature *, 270
Gauss-Legendre quadrature *, 276
general schemata, 249
Kronrod formulas, 283
midpoint rule =, 269
multiple integration, 320
Newton—Cotes formulas =, 263
noise, effect of, 325(P13)
open formulas, 269
Patterson’s method, 283
rectangular rule, 343
Richardson extrapolation, 294
Romberg’s method, 298
Simpson’s method «, 256
singular integrals =, 305
standard form, 250 '
three-eights rule, 264
trapezoidal rule «, 252

O(h?), O(1/n*), 291, 352
One-point iteration methods, 76
convergence theory, 77-83
differential equations, 367, 413
higher order convergence, 82
linear convergence, 56
Newton’s method =, 58
nonlinear systems «, 103
Operations count, 576(P6)
Gaussian elimination, 512
Operator norm, 485
Optimization, 111, 115.499(P17)
conjugate directions method, 564
conjugate gradient method, 113
descent methods, 113
method of steepest descent, 113
MINPACK, 114, 663
Nelder-Mead method, 114
Newton’s method, 112
quasi-Newton methods, 113
Order of convergence, 56
Orthogonal, 209. See also Orthogonal
transformations
basis, 469
family, 212
matrix, 469
Orthogonal polynomials, 207
Chebyshev polynomials #, 211
Christoffel-Darboux identity, 216
Gram-Schmidt method, 209
Laguerre, 211, 215
Legendre, 210, 215
triple recursion relation, 214
zeros, 213, 243(P21)

Orthogonal projection, 470, 498(P10), 583(P39)
‘Orthogonal transformations:

Householder matrices =, 609
planar rotations, 618, 652(P15)
preservation of length, 499(P13)
QR factorization =, 612
symmetric matrix, reduction of, 615
transformation of vector, 611

Orthonormal family, 212

Overflow error, 17, 22

Pade approximation, 237, 240(P5)

Parallel computers, 571

Parasitic solution, 365, 402

Parseval’s equality, 218 .

Partial differential equations, 414, 557

Partial pivoting, 515

Patterson’s method, 283

Peano kernel, 258, 279, 325(P10)
differential equations, 382

Permutation matrix, 517

Picard iteration, 451(P5)



Piecewise polynomial interpolation, 163, 183
evaluation, 165
Hermite form, 166
Lagrange form, 164
spline functions *, 166
Pivot element, 515
Pivoting, 515
Planar rotation matrices, 618, 652(P15)
p-Norm, 481
Poisson’s equation, 557
finite difference approximation, 557
Gauss—Seidel method, 553, 560
generalization, 582(P34)
SOR method, 556, 561
Polynew, 97
Polynomial interpolation, 131. See also
Interpolation, polynomial
Polynomial perturbation theory, 98, 99
Polynomial rootfinding, 94-102
bounds on roots, 95, 127(P36, P37)
companion matrix, 64%(P2)
deflation, 97, 101
il}-conditioning, 99
Newton’s method, 97
stability, 98
Positive definite matrix, 499(P14), 524
Cholesky’s method, 524
Power method, 602
acceleration techniques, 606
Aitken extrapolation, 607
convergence, 604
deflation, 609, 651(P13)
Rayleigh-Ritz quotient, 605
Precision, degree, 266
Predictor—corrector method, 370, 373. See also
Multistep methods
Predictor formula, 370
Principal axes theorem, 476
Principal root, 398
Product integration, 310
Projection matrix, 498(P10), 583(P39)
Propagated error, 23, 28

g (x), 201
QR factorization, 612
‘practical calculation, 613
solution of linear systems, 615, 642
uniqueness, 614
QR method, 623
convergence, 625
preliminary preparation, 624
rate of convergence, 626
with shift, 626
QUADPACK, 303, 663
Quadratic convergence, 56
Quadratic form, 497(P7)

INDEX

Quadrature, See Numerical integration
Quasi—Newton methods, 110, 113

¥ (x), 204, 207

R, 463

Radix, 12

Rank, 467

Rational interpolation, 187(P12)

Rayleigh quotient, 608, 651(P11)

Relative error, 17

Relative stability, 404

Region of absolute stability, 404

Residual correction method, 540
convergence, 542
error bounds, 543

Reverse triangle inequality, 201

Richardson error estimate, 296

Richardson extrapolation, 294, 372

RK, 420

RKF, 429

RKF45, 431

Romberg, 298

Romberg integration, 296
CADRE, 302

Root condition, 395

Rootfinding, 53
acceleration, 85
Aitken extrapolation =, 83
bisection method *, 56
Brent’s method =, 91
enclosure methods, 58
error estimates, 57, 64, 70
Muller’s method =, 73
multiple roots =, §7
Newton’s method =, 58, 108
nonlinear systems =, 103
one-point iteration methods *, 76
optimization, 111
polynomials *, 94-102
secant method =, 66
Steffenson’s method, 122(P28)
stopping criteria, 64

Root mean square error, 204, 638

Rotations, planar, 618, 652(P15)

Rounding error, 13
differential equations, 349
Gaussian elimination, 536
interpolation, 137, 187(P8)
numerical differentiation, 318
numerical integration, 325(P13)

Row norm, 488

Runge—Kutta methods, 420
asymptotic error, 427
automatic programs, 431
classical fourth order formula, 423
consistency, 425
convergence, 426

691
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Runge-Kutta methods (Continued)

derivation, 421

error estimation, 427

Fehlberg methods, 429

global error, 433

implicit methods, 433

low order formulas, 420, 423
Richardson error estimate, 425
RKF45,431

stability, 427

truncation error, 420

Scalars, 463

Scaling, 518

Schur normal form, 474

Secant method, 66
error formula, 67, 69
comparison with Newton’s methods, 71
convergence, 69

Shooting methods, 437

Significant digits, 17

Similar matrices, 473

Simpson’s rule, 256
adaptive, 300 .
Aitken extrapolation, 292
asymptotic error formula, 258
composite, 257
differential equations, 384
error formulas, 257, 258
Peano kernel, 260
product rule, 312
Richardson extrapolation, 295

Simultaneous displacements, 545. See alsb

Gauss~Seidel method
Single step methods, 418. See also Runge-Kutta
methods
Singular integrands, 305
analytic evaluation, 310
change of variable, 305
Gaussian quadrature *, 308
IMT method, 307
product integration, 310
Singular value decomposition, 478, S00(P19), 634
computation of, 643 ‘
Singular values, 478
Skew-symmetric matrix, 467
Solve, 521
SOR meth, 555, 561
Sparse linear systems, 507, 570
eigenvalue problem, 646 :
Poisson’s equation, 557
Special functions, 237
Spectral radius, 485
Spline function, 166
B-splines, 173
complete spline interpolant, 169
construction, 167

error, 169

natural spline interpolation, 192(P38)
not-a-knot condition, 171
optimality, 170, 192(P38)

Square root, calculation, 119(P12, P13)

Stability, 34
absolute, 406
differential equations, 337

numerical methods, 349, 361, 396
eigenvalues, 592, 599
Euler’s method, 349
numerical methods, 38
polynomial rootfinding, 99
relative stability, 404
weak, 365

Stability regions, 404

Standard basis, 465

Steffenson’s method, 122(P28)

Stifl differential equations, 409
A-stable methods, 371, 408, 412
backward differentiation formulas, 410
backward Euler method, 409
iteration methods, 413
method of lines, 414
trapezoidal method, 412

Stirling’s formula, 279

Strong root condition, 404

Sturm sequence, 620

Successive displacements, 548. See also

Gauss~Seidel method

Successive over-relaxation, See SOR method

Summation errors, 29-34
chopping vs. rounding, 30
inner products, 32
loss of significance errors, 27
statistical analysis, 31

Supercomputer, 40, 571

Symbolic mathematics, 41

Symmetric matrix, 467
deflation, 651(P13)
eigenvalue computation, 619, 623
eigenvalue error bound, 595
eigenvalues, 476
eigenvalue stability, 593, 595
eigenvector computation, 631
Jacobi’s method, 645
positive definite, 499(P14), 576(P12)
QR method =, 623
Rayleigh—Ritz quotient, 608, 651(P11)
similarity to diagonal matrix, 476
Sturm sequence, 620
tridiagonal matrix, reduction to, 615
Wielandt—Hoffman theorem, 595

Systems of differential equations, 339, 355, 397,
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Systems of linear equations, See Linear systems

of equations



Taylor series method, differential equations, 420
Taylor’s theorem, 4, 199
geometric series theorem, 5, 6
important expansions, 5
two-dimensional form, 7
Telescoping of Taylor series, 245(P39)
Three-eights quadrature rule, 264
Trace, 472
Transpose, 465
Trapezoidal methods;
differential equations, 366
A-stability, 371, 456(P37)
asymptotic error, 370
convergence, 370
global error, 379
iterative solution, 367
Jocal error, 368
Richardson extrapolation, 372
stability, 370
stability region, 409
numerical integration, 252
asymptotic error formula, 254
comparison to Gaussian quadrature, 280
composite, 253
corrected trapezoidal rule, 255
error formula, 253
Euler-MacLaurin formula =, 285
Peano kernel, 259, 324(P5)
‘peniodic integrands, 288
product rule, 311
Richardson extrapolation, 294
Triangle inequality, 10, 200, 468
Triangular decomposition, see LU factorization
Tridiagonal linear systems, solution, 527
Tridiagonal matrix eigenvalue problem, 619
error analysis, 622
Given's method, 619
Householder’s method, 619
Sturm sequences, 620
Trigonometric functions, discrete orthogonality,
178, 193(P42), 233
Trigonometric interpolation, 176
convergence, 180
existence, 178, 179
fast Fourier transform, 181

INDEX 693

Trigonometric polynomials, 176
Triple recursion relation, 39
Truncation error, 20, 342, 357
Two-norm, 208

Undetermined coefficients, method of, 317

Uniform approximation, see Approximation of
functions

Uniform norm, 200

Unitary matrix, 469, 499(P13). See also
Orthogonal transformations

Unit roundoff error, 15

Unstable problems, 34. See also 1ll-conditioned
problems

Vandermonde matrix, 132, 185(P1)
Vector computer, 571
Vector norm, 10, 481
continuity of, 482
equivalence, 483
maximum, 200, 481
p-norm, 481
Vectors, 463
angle between, 469
biorthogonal, 597
convergence, 483
dependence, 464
independence, 464
norm =, 481. See also Vector norm
orthogonal, 469
Vector space, 463
basis, 464
dimension, 464
inner product, 467
orthogonal basis, 469

Weak stability, 365

Weierstrass theorem, 198

Weight function, 206, 251

Weights, 250

Well-posed problem, 34, See also Stability
Wielandt-Hoffman theorem, 595

Zeros, see Rootfinding
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